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ABSTRACT

Data mining for materials discovery is concerned with representing materials science problems into a statistical framework, and learning models that describe observations about the processing, structure, and property of materials. The type of materials includes metals, ceramics,
glass, polymers, and composites which are mixtures of multiple types. Observations come from
either computational simulation or laboratory experiments. The aim is to analyze the observational datasets to find relationships, and to present them in ways that are both understandable
and useful. The quality of data plays an important role in data mining practice; there can be
multiple sources of signals creating multiple contexts in data.
This Ph.D. thesis outlines the problem of building both the representation, and the core of
learning in the process of materials design and discovery, from a rather general, agnostic point
of view by use of data mining strategies. A particular emphasis is on how to detect and model
complex contextual structures in data. We start with an optimization problem, as optimization is
the core to any machine learning algorithm. We present a learning system that helps solve optimization problems faster, with techniques like supervised region reduction and feature ranking.
Then we study the problem of finding a better representation method for designing heterogeneous microstructures. Next, we explore supervised learning to construct models that predict
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lower level response from higher level structure. Further explorations feature the application of
deep neural networks in both representation and modeling phases of materials systems.
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error ē of over 50%, which indicates the insufficiency of representation.

5.6

88

Results of Ex 2. Comparison of training time (line), training and test error
(bars) with different numbers of top feature inclusions. The four systems from
left to right correspond to Ex 2a, 2b, 2c and 2d. Results shown are for 50
MVEs with volume fraction 48% to 53%. Judging from the test MASE ē, the
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CHAPTER 1

Introduction
1.1. Motivations
It is exciting to look back and see how much progress the computer technology has made
from the first day of its invention. Computers today are capable of representing any computable
algorithm, and simulating most of the real world. They have become intelligent – moving
towards the imaginations of people who have been dreaming and at the same time dreading
about true artificial intelligence (AI). True artificial intelligence implies having machines that
would produce complex behavior to match human cognitive level. We might not have reached
there yet, but certainly many influential works have helped built the stepping stones toward the
understanding of scientific problems using computer technology.
As a subfield and more realistic version of AI, Machine learning (ML) is concerned with
learning patterns from data without explicitly programming them. The area of Data mining
(DM), often also called the knowledge discovery in data (KDD), deals with the discovery of
useful information in large collections of data, most likely through the use of ML algorithms. It
is such a fortunate time to be working with data. With the rapid development of computer and
information technology in the last several decades, almost every field in science and engineering
has been or is being transformed from data-poor to increasingly data-rich. Enormous amounts
of data in science and engineering has been, are being, and will continuously be generated and
collected in massive scale, in the order of tera- to peta-bytes. Moreover, a great amount of the
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data has been curated, labeled, and made publicly available via the Internet. The trend of data
openness is showing an increasing popularity.
In the wake of data growth, the wide application of ML and DM tools have helped with not
only analytics, but also a large part of the scientific discovery process. This paradigm change in
science has been discussed in the book The Fourth Paradigm: Data Intensive Scientific Discovery [47]. In this book, it describes four paradigm changes in science along the time. Originally,
there was just experimental science, and then there was theoretical science, with Keplers Laws,
Newtons Laws of Motion, Maxwells equations, and so on. Then, for many problems, the theoretical models grew too complicated to solve analytically, and people had to start simulating.
These simulations have carried us through much of the last half of the last millennium. At
this point, these simulations are generating a whole lot of data, along with a huge increase in
data from the experimental sciences. And we rely on better data processing tools for extracting
information from data in order to make discoveries.
In materials science, we see a similar transition from empirical to theoretical, computational, and to data science, pointed out by Agrawal and Choudhary [4]. An example is predicting atomic level crystal structure given a certain composition 1. Early on there were only
empirical experimental data to derive findings. In the 1930s, Pauling [90] came up with a series
of empirical rules for predicting which compound type will form. In the late 1980s or so, it
became possible to predict which crystal structure forms with quantum mechanics [120, 29].
Around 2005, people started combining quantum mechanics with data mining [30, 37].

1

About thirty years ago John Maddox provocatively wrote in his Nature article [77]: “One of the continuing
scandals in the physical sciences is that it remains impossible to predict the structure of even the simplest crystalline
solids from a knowledge of their composition.”
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Transition like this is repetitively seen in other problems in materials science other than
crystal structure prediction. The motivation of this research, therefore, is to demonstrate how to
use mainstream machine learning techniques to tackle a series of problems in materials science
modeling. In solving those problems, often times we identify key problems in data mining and
would come back to the roots of representation and learning problems. The models we build
have the capability of gleaning information from results of past experiments and simulations,
treating them as ground truth data, and through building predictive models ultimately achieving
data-driven materials knowledge discovery. We address two key problems throughout a portfolio of projects: representation, including both the representation of data and representation
of problem space, and learning, the construction of a core ML system concerning objective
function, optimization method, visualization of results, etc. We also make a particular contribution in identifying the multi-contextual information in data, leading to more accurate modeling.
The work stresses the interdisciplinary merit, the combination of expertise from both computer science technology and materials science, to enable accelerated, cost-effective, materials
knowledge discovery.

1.2. Contributions
The main contributions of this thesis center around addressing two issues: optimization
design, and predictive modeling. We present four lines of works, the first two addressing the
optimization, and the last two predictive modeling. There is progressive relationship between
works, illustrated in Figure 1.1 by the arrows. Generally speaking, optimization design sets
the foundation for predictive modeling, in the sense that the right input design variable and
desired design target are settled by the former, and used by the latter. Work 1 and 2 are both
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set around the issue of optimization. While Work 1 brings up the question of selecting the
right set of design variables, Work 2 uses a set of predefined variables to perform optimization.
The flow seen between Work 3 and 4 is an advancement of algorithms. When plenty of feature
engineering is adopted in curating a set of inputs, the ML model used can lean towards a shallow,
simple, fast-to-train structure. On the other hand, if the inputs are rather rudimental, multiple
rounds of feature extraction are then handled by deep-structured type of models. We ask the
same question in both 3 and 4: Is there multi-context nature of the data? How to inspect and
model it?

Optimization Design
Scientific data
in raw

Design variables

1. Representation design: How
to represent microstructure
design space?

Optimal property

2. Optimization design: given a
set of design variable, how to
achieve the optimal property?

Predictive Modeling
Input & output

A predictor

3. How to model a prediction
problem using Machine
Learning?

4. How to model larger scale,
more difficult problems using
Deep Learning?

How to include context information
when building predictive models?

Figure 1.1. Overall flow of the thesis. Four lines of work are included: work 1
and 2 address the issue of optimization design; work 3 and 4 address predictive
modeling.

A list of main contributions that address various aspects of problems in materials design is
given below:
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(1) Quantitative microstructure representation from scanning electron microscopy (SEM)
images. Given raw and noisy microstructure images, we identify a small, trackable
representation set for quantitatively modeling the microstructural design space.
(2) Optimization of continuous design variables. Given a set of microstructure design
variables of an alloy, each can take any continues value between 0 and 1, and together
have a constraint of summing up to be 1, we find the right assignment of values so that
the alloy achieves optimal property.
(3) Multi-level predictive modeling. Given a fine-grained prediction problem that in its nature has multiple information levels, we quantitatively model a fine-grained response.
(4) Deep convolutional learning in electron images. Given microstructure information
represented by electron images and raw chemical compositions, we construct deepstructured models that perform multiple layers of feature extraction and eventual model
the right property.

1.3. Summary of Chapters
Chapter 1 and 2 provide the overview of content and introduction of problems, as well as
brief account of necessary background knowledge. From Chapter 3 on, we are going to spend
each chapter discussion one line of work, in the order depicted in Figure 1.1. In particular, a
summary of each line of work is given below.

1.3.1. Representation Design for Heterogeneous Microstructures
In designing microstructural materials systems, one of the key research questions is how to
represent the microstructural design space quantitatively using a descriptor set that is sufficient

23

yet small enough to be tractable. This is equivalent to finding the right set of knobs that are most
effective in controlling a certain process and have them installed in the interface of the control
board.
Existing approaches describe complex microstructures either using a small set of descriptors that lack sufficient level of details, or using generic high order microstructure functions of
infinite dimensionality without explicit physical meanings. We, on the other hand, are trying to
combine the best of both worlds.
We propose a machine learning-based method for identifying the key microstructure descriptors from vast candidates as potential microstructural design variables. With a large number of candidate microstructure descriptors collected from literature covering a wide range of
microstructural material systems, a four-step machine learning-based method is developed to
eliminate redundant microstructure descriptors via image analyses, to identify key microstructure descriptors based on structure-property data, and to determine the microstructure design
variables. The training criteria of the supervised learning process include both microstructure
correlation functions and material properties. The proposed methodology effectively reduces
the infinite dimension of the microstructure design space to a small set of descriptors without a
significant information loss.
In the polymer nanocomposites optimization problem, We compare designs using key microstructure descriptors versus using empirically chosen microstructure descriptors to show the
benefit of our system. Data are available in grey-scale images, capturing the filler and matrix
composition and displacement of a polymer nanocomposites. The purpose is to extract useful
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and meaningful physical descriptors for following property design. The difficulty lies in the inadequate data set (less than 60 images of the size 1000 × 1000) and image analysis from noisy,
blurry samples. This work is elaborated in Chapter 3.

1.3.2. Microstructure Optimization though a Pruned Search
This problem starts with a predefined design variable set. It is instead a search and optimization problem where the objective function of the desired property to be optimized is given.
In this type of problems, the search space of variables dominate the complexity of solution.
The complexity reaches extreme when the search space is infinite, as in a problem where variables take continuous values. The irregularity of the structure of constraints also play a role
in jeopardizing the search. Such a challenge persists from small scale mathematical optimization problems to real-world materials engineering problems. In particular, we are dealing with
the problem of identifying the complete space (or as much of it as possible) of microstructures
that are theoretically predicted to yield the desired combination of best properties demanded
by a selected application. More specifically, it involves the design of a magnetoelastic Fe-Ga
alloy microstructure for enhanced elastic, plastic and magnetostrictive properties. It is noteworthy that this is an inverse problem, as theoretical models for computing properties given the
microstructure are known for this alloy.
We describe the design of a system that uses data mining techniques to preprocess the original search space. It is a systematic framework consisting of random data generation, feature
selection and classification. Experiments with five design problems that involve identification of
microstructures that satisfy both linear and nonlinear property constraints show that our framework outperforms traditional optimization methods with the average running time reduced by as
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much as 80% and with optimality that would not be achieved otherwise. This work is elaborated
in Chapter 4.

1.3.3. Multi-scale Elastic Localization Modeling in Composite Materials
In the third piece of work, we demonstrate how the mining of microstructure-property relationships can result in a fast and accurate surrogate model for materials design. This work
explores and presents multiple viable approaches for computationally efficient predictions of
the heterogeneous elastic strain fields in a three dimensional (3-D) voxel-based microstructure
volume element (MVE). Advanced concepts in machine learning and data mining, including
feature extraction, feature ranking and selection, regression modeling, are explored as data experiments. Improvements are demonstrated in a gradually escalated fashion achieved by (1)
feature descriptors introduced to represent voxel neighborhood characteristics, (2) a reduced set
of descriptors with top importance, and (3) an ensemble-based regression technique.
The application problem to address is the structure-property modeling of 2-phase composites. This work is characterized by a massive collection of data (over 2 million data samples
and a potential of over 9000 predictor variables), low-level voxel-based feature learning, and
a continuous-value prediction at a micro scale under macro-scale constraints. This work is
elaborated in Chapter 5.

1.3.4. Deep learning in the modeling of materials representations
This work is inspired by the success of deep convolutional networks in computer vision problems, or particularly, in recognizing natural images. In the case of scientific images, as what’s
ubiquitous in materials data, the use of deep learning techniques is rarely explored. This work

26

studies the use of large, deep neural networks (DNN) with various architectures and training
methods, addressing image indexing problems with rather noisy pixel inputs, as well as with
chemical predictions with simple forms of atomic ratios. Two sublines of work, each with relative large-scale data containing over 300K examples, are used to show how deep learning architects are used to capture nonlinear mappings between high dimensional inputs and regression
outputs. In both problems, the multiple levels of feature extraction are done by the many layers
in the DNN, whether it is a convolutional network, or a multi-layer perceptron with stacked
fully connected layers.
In the first application, deep convolutional nets are used to exploit spatial relationship in
microscopy images for microstructure characterization. We demonstrate, to the best of our
knowledge, the first deep learning solution towards a scientific image indexing problem using a
collection of over 300K microscopic images. The result obtained is 54% better than a dictionary
lookup method which is state-of-the-art in the materials science society.
In the second application, deep multi-layer perceptrons take compositional fractions of elements in compounds to predict chemical properties. The very raw representation of composition
features are used, directly taken by the DNN to model the formation energy of compounds. We
use Density Function Theory (DFT) simulation results as the ground truth data, and show accurate prediction that is only 0.4% away from the truth value.
These two applications are fully addressed in Chapter 6.
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CHAPTER 2

Background
2.1. Scientific Data Mining
Data mining is largely an empirical science. The scientific method of data mining consists of
an almost standard procedure of firstly framing the problem into an appropriate form, collecting
and processing the data appropriately, selecting suitable models that fit both the nature of the
problem and that of the data, and improving the accuracy and reliability of the models. In this
process, it is commonly known that the quality of data is essential to the success of data mining.
Data in real world can be heterogeneous, multi-scale, multi-dimensional, and collected from
multiple contexts. In some context they can be of too big a volume to process, while in another
they can be insufficient in depicting a broad type of problem.
There are several research challenges in data mining, particularly from the perspective of
advancing data-intensive scientific knowledge discovery to facilitate new discoveries. Those
challenges include how to represent a learning space quantitatively and effectively, how to design a learning system that takes multi-level structured inputs efficiently, and how to synthesize
knowledge learned from multiple agents obtained from multiple contexts most optimally.

2.1.1. Challenges in data representation
Scientific data can be massive and complex. The data set can be in the form of structured or
unstructured mesh data from simulations or sequences of images from experiments. They are
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often multivariate, such as data from different sensors monitoring a process or an experiment.
The data can be at different spatial and temporal scales, for example as a result of simulations
of a material being modeled at different scales to understand its behavior. In the case of experiments and observations, the data often have missing values and may be of low quality, for
example images with low contrast, or noisy data from sensors.
Data that does exist is often limited to small regions of compositional space. Experimental
data is dispersed in the literature and computationally derived data is limited to a few systems
for which reliable data exists for calculations. In the field of materials science, even with recent
advances in high-speed computing, there are limits to how the structure and properties of many
new materials can be calculated.
Learning an accurate representation of a problem, as well as the environment of the problem
is a difficult task, because the causal structures of the environment are sometimes unobservable
and must be inferred from the observable data. This difficulty is further increased by the multicontext nature of data collected from realistic learning environments.

2.1.2. Challenges in learning system design
So far, most machine learning algorithms are learning from a somewhat “flat” structure, in
the transformation of data into useful information. A two-level structure is commonly seen
in many models. For example, in support vector machines the two levels are the kernel and
the linear combination, and in neural networks they are the weighted sum and the nonlinear
activation function. While in principle, two levels are sufficient to represent any function of
interest, (‘universal approximation theorem’, [43]), they are an extremely inefficient in representing more complex and structured environments.
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The next challenge in learning systems design could be the learning of structured internal
representations, by having many levels and reusing structure from previous level to form the
next. Hinton and others have begun to work on learning “deep networks” (discussed in Chapter 6), but they are not very deep yet, and they are only for unstructured data. Therefore this is
an area where there is much to be discovered.

2.1.3. Challenges in integration with multidimensional databases
Data mining models are not designed to take hierarchical attributes. Most existing algorithms in
machine learning only manipulate data at an individual level (flat data tables), not considering
the case of multiple abstract levels for the given data set. However, in many applications,
data contains structured information that is multidimensional (or multilevel) in nature, such as
retailing, geographic, economic or scientific data.
The database and data warehouse literature has already development tools that properly
capture the multiresolutional character of many data sets, by arranging data into fact tables and
dimensions. A dimension is here understood as a particular variable that has predefined (and
hopefully meaningful) levels of aggregation, with a hierarchical structure. Using the hierarchies,
the data can be aggregated or disaggregated at different granularities. Despite the deployment
of multidimensional schemas in data storage, an effective development in machine learning and
a full integration of machine learning and multidimensional datasets has yet to take place.
Among the most recent developments of data mining applications using machine learning
techniques, concerns about the adaptability of methods and data models in a changing environment have been posed. The reuse of learned knowledge is of critical importance in the
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majority of knowledge-intensive application areas, particularly when the context in which the
learnt model operates can be expected to vary from training to deployment.
The question of how to transfer knowledge among multiple learning tasks has been brought
up already almost two decades ago citethrun1996learning. An early work in this direction was
based on multi-task learning [21]. Significant research has been conducted since to explore
methods allowing to transfer knowledge in various ways across domains, typically to alleviate the lack of labeled data in a target domain by exploiting prior knowledge from a relevant
source domain. Pan and Yang [88] surveyed this field of research by identifying and formalizing different kinds of approaches and related applications. Among those, applications with
high-dimensional, unstructured data, such as vision, acoustics or natural language, have attracted much attention in recent years which require learning good representations of the data
for further processing. Often, only relatively few labels are available for a specific task which
motivated researchers to investigate into transfer learning approaches to share representation
across multiple tasks using unsupervised methods, e.g. [14]. Transfer learning has also been
investigated in the context of reinforcement learning and surveyed by Taylor and Stone [113]
identifying and formalizing various settings and approaches.

2.1.4. Other challenges
Structured learning is most likely to pay off in large domains, because in small ones it is often
not to difficult to hand-engineer a good enough set of propositional features. So far, for the
most part, we have worked on micro-problems (e.g., identifying promoter regions in DNA); our
focus should shift increasingly to macro-problems (e.g., modeling the entire metabolic network
in a cell). We need to learn in the large, and this does not just mean large datasets. It has many
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dimensions: learning in rich domains with many interrelated concepts; learning with a lot of
knowledge, a lot of data, or both; taking large systems and replacing the traditional pipeline architecture with joint inference and learning; learning models with trillions of parameters instead
of millions; continuous, open-ended learning; etc.

2.2. Materials informatics
As we march into the era of Big Data, the vision of Integrated Computational Materials
Engineering (ICME) and Materials Genome Initiative (MGI) has recently been set forth in various high profile national strategic documents [119, 5]. The urge is to employ heavy usage of
data analytics, data-driven modeling to significantly accelerate the time-to-insight in materials
discovery (which with traditional method is commonly one to two decades), while reducing the
cost and maintaining the accuracy. It is the right time for materials science and data mining
to come together, forming what is known as Materials Data Sciences [89, 54, 36, 79] and Materials Informatics [89, 54, 36, 79]. They are expected to soon emerge into foundational and
pervasive disciplines. Terms like data mining, data-intensive engineering, data-driven analytics
are adopted to emphasize the power of data mining in the establishment of those fields.
In materials science problems, it is now a promising trend to build predictive machine learning models for predicting various materials properties, bases on their processing and/or structural information. For example, there are models predicting the melting temperatures of binary
inorganic compounds [101], the formation energy of ternary compounds [80], which crystal
structure is likely to form at a certain composition [30, 37], and the mechanical properties of
metal alloys [17]. However, many models are built strictly out of one certain materials system (e.g., binary alloys) and have problem generalizing to another system. Moreover, even
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within one system (under the same atom composition), the structural difference might create
many different contexts. A single, flat data mining model would be insufficient in addressing
multi-contextual cases.
However, in the application of data mining algorithms to scientific research problems such
as materials structure-property relationship modeling, we find it difficult to learn an accurate
representation of the environment because the causal, interactive structures of the environment
are unobservable and must be inferred from the observable data input. This difficulty is further
increased by the multi-context nature of realistic learning environments. For example, if a general task involves predicting the house price in different areas within a city, based on information
such as crime rate, pollution, number of rooms, school district, property tax rate, etc. A typical
classifier can be built out of collected data of these predictors along with the response - the
house price (e.g. median price of that area), and thus a predictor-response relation is established
through this model. However, there is considerable variation in this relation across different
months, years, and specific occasions such as war time. At different times when the data were
collected some higher-level factors placed throughout the whole city might change, such as the
job market stability, political stance, city team Super Bowl appearance, etc., which together creates different situations, or prediction environments where the predictor-response relationship
might change accordingly. We refer to this higher level of learning environment as a context.
And problems originating from multiple contexts and whose data exhibiting variations due to
those various contexts as multi-contextual problems.
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2.3. Multi-Contextual modeling
The multi-contextual quality may exist in data, as the two examples above shown. A sheet
of house price data may come from bull market days while another comes from bear days;
materials can be of amorphous or crystalline types; and data can come from computational
or experimental studies. In these cases an intuitive idea is to partition the data, so that each
non-overlapping subgroup contains data roughly of the same kind, or resample the data, so that
each sampled batch follows roughly the same distribution. The two processes are illustrated in
Figure 2.1. After this data handling process, individual models can be built out of each context
group and solve the problem independently. For the data that are shared across context groups,
some aggregation of model outcomes such as averaging can be adopted.
Context A
Context D
Context A

Context B
Context D
Context C

(a) Multi-contextual data: to partition

Context C
Context B

(b) Multi-contextual data: to resample

Figure 2.1. Intuitive ways to handle multi-contextual data include: (a) partition,
and (b) resample them.

The multi-contextual quality can also exist in the task level. As shown in Figure 2.2, to
be able to accomplish a target task, one might need to create sub tasks, out of the same data,
to extract a higher-level, more abstract information to facilitate the knowledge generation. In
an image recognition task, to be able to recognize an image as, say, “a man with a hat sitting
by the beach”, sub-tasks of recognizing the “human body”, “hat”, “sea”, etc., from the whole
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image, could be helpful. This is particularly useful in high-dimensional datasets, where some
dimensions can be abandoned in formulating sub-tasks.

Task A

Task A

Target	
  Task	
  

Figure 2.2. The same data exhibiting multi-contextual tasks information.

In each of the aforementioned cases, prior knowledge about the existence of some inner
partitions of data, hidden sub-tasks of a task, is required. And human efforts to hand-craft
and label data partitions, identify and create sub-tasks are necessary. More challenges include
how to realize, recognize, and distinguish different contexts appropriately, how to find accurate representations in each context, and how to deal with the compounded errors of context
recognition.
My thesis proposes to address these concerns in multi-contextual learning, and advocates
that deep, hierarchical models as a suitable structure for retaining models learned in different
contexts, thereby avoiding relearning familiar contexts in the future. We will develop case studies of such a framework on different learning problems in materials science and financial applications, for the purpose of advancing an automatic knowledge discovery from heterogeneous
data in those areas.
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The objective of this dissertation is to develop advanced data mining techniques to manage
the information complexity lying in scientific data such as materials structural data, to identify, extract and model the multi-contextual characteristics in materials knowledge discovery
problems.
Those problems often present themselves as a single task, be it predictive modeling, feature
extraction, regressional analysis, etc. However, because of the data structural complexity that
is representative in materials systems, a single, flat, shallow structured model is insufficient in
providing an accurate approximation. We therefore claim that they all bear a multi-contextual
quality, and could, and should be addressed in a hierarchical fashion.
There are several scenarios where a learning system that recognizes, identifies, and tackles
multiple contexts underlying a single-task problem makes sense, and each of them, discussed
below, is more or less related to the primary concerns that scientific data mining, applicable but
not limited to materials data mining, society has.
(1) Model selection. This question usually comes from the scientific domain experts who
wants to use a data mining model for their problems but couldn’t decide: what is the
most appropriate classifier for this problem of mine? This speaks of the type of classifiers as well as the realization of parameters used in them. The most commonly used
procedure is to choose the classifiers with the smallest error on training data, but it is
unfortunately a flawed act. Performance on a training dataset, even when computed
using a cross-validation approach, can be misleading in terms of the classification performance on the previously unseen test data. The risk of an unfortunate selection of a
particularly poorly performing classifier always haunts the model selection procedure.
In this case, using an ensemble of many diverse models and combining their outputs
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by - for example, simply averaging them - can reduces the overall risk of making a
particularly poor selection.
(2) Too much or too little data. It happens from time to time in scientific applications that
the volumes of available data is at two extremes: either too large, or inadequate. Ensemble learning systems can be used when dealing with, surprisingly, either situations.
When the amount of training data is too large to make a single classifier training difficult, the data can be strategically partitioned into smaller subsets. Each partition can
then be used to train a separate classifier which can then be combined using an appropriate combination rule. If, on the other hand, there is too little data, then bootstrapping
can be used to train different classifiers using different bootstrap samples of the data,
where each bootstrap sample is a random sample of the data drawn with replacement
and treated as if it was independently drawn from the underlying distribution [33].
(3) Divide and conquer. Certain problems are just too difficult for a given classifier to
solve. In fact, the decision boundary that separates data from different classes may be
too complex, or lie outside the space of functions that can be implemented by the chosen classifier model. For example, a linear classifier by itself cannot learn a complex
nonlinear boundary. However, if we disseminate the nonlinear boundary into multiple linear ones, and construct an ensemble of linear classifiers to approach them, it
becomes solvable. In a sense, a multi-contextual classification system follows a divideand-conquer approach by dividing the data space, or a problem, into smaller and easierto-learn partitions, or subproblems, where each contextual classifier learns only one of
the simpler ones. An appropriate combination of different single-contextual model can
then address the underlying complex multi-contextual problem.
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2.4. 2-Point Correlation Function
Microstructure characterization is one of the most important steps for establishing the
microstructure-property relation for materials system, because this step helps the designers to
extract key descriptors of a microstructure as material design variables, and to generate the
digital representations of microstructures in 2D or 3D space, which then become the inputs
of property simulations. The most widely used microstructure reconstruction techniques rely
on the 2-point correlation function, which will be repeatedly used throughout this thesis. It is
defined as (in a two-phase random media):

(2.1)

S2i (x1 , x2 ) ≡ hI (i) (x1 )I (i) (x2 )i,

where I is an indicator function:

(2.2)

I (i) (x) =



 1, x ∈ phase 1

 2, x ∈ phase 0

The physical meaning of the two-point correlation function is the probability of finding two
points with a given distance r in the same phase of the random media. Therefore, two-point
correlation is a function of distance r, and it can be denoted as S2i . r can be any value from
0 to infinity, so the 2-point correlation function has an infinite dimension, which is usually
truncated to a finite length by the microstructure image window size. Based upon the definition,
a two-point correlation function should follow several boundary conditions [53]:
(1) If r = 0, S2i equals to the volume fraction of composite;
(2) If r → ∞, S2i approaches to the square of volume fraction;
(3) The derivative of S2i at r = 0 is equal to the surface area per unit volume.
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Even though the high accuracy can be obtained using 2-point correlation functions in microstructure characterization and reconstruction, there still exist several challenges which need
further research efforts.
(1) The computational cost of microstructure reconstruction using 2-point correlation function is usually very high due to the large number of optimization iterations which adjust
the image pixel by pixel in order to match the target 2-point correlation function. The
high cost makes it impractical to apply this method on high resolution image with a
large window size, or reconstruction in dimension spaces higher than 2D.
(2) The infinite dimension and vague physical meaning of the 2-point correlation function
makes it hard to be used as design variables for microstructure. It is also difficult to
relate the 2-point correlation function to the physics-based processing-microstructure
model, the output of which is usually in the form of microstructure descriptors such
as volume fraction, filler cluster number, filler radius, etc. Besides, a large amount
of material analysis/design works have been done based on 2-point correlation function [114, 53] or microstructure descriptors [58, 83]. A unified microstructure characterization and reconstruction technique is needed to relate these works with each other
such that researchers can utilize existing data more efficiently.
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CHAPTER 3

Representation Design for Heterogeneous Microstructures
3.1. Introduction
Trial-and-error procedures are the traditional way of material design, which has been mostly
guided by experiences and heuristic rules in materials classification, selection, and property predictions. Applying heuristic rules to existing materials databases for searching combinations of
processing procedure or material constituents [71, 46] is time-consuming and resource intensive; however, microstructure information is often not considered in this process. Constituentbased design approach has relied on heuristic search to choose proper material compositions
from materials databases [19, 8], but this approach no longer suffices in designing complex
microstructural materials systems. To fully explore the potential of computational material design and accelerate the development of advanced materials, “microstructural-mediated design
of materials” [79, 89] has gained more attention. With this new paradigm, materials are viewed
as a complex structural system that has design degrees of freedom in choices of composition,
phases, and microstructure morphologies, which can be optimized for achieving superior material properties. In particular, the morphology of microstructure (i.e., the spatial arrangements of
local microstructural features) has a strong impact on the overall properties of a materials system. Taking polymer nanocomposites as an example, microstructure percolation determines the
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electrical conductivity, and the quantity of fillers’ surface area determines the damping properties [58]. Furthermore, heterogeneity in microstructure is the root cause of material randomness
at multiple length scales.
There are two major categories of methods: correlation functions and physical descriptors,
for quantifying the morphology and heterogeneity of microstructures (also known as statistical
characterization). The microstructure information of heterogeneous materials can be accurately
captured via N-point correlation functions [114, 109]. As a balance between computational
cost and accuracy, the two-point correlation function (autocorrelation) [126] is widely adopted
in practice. However, correlation functions lack clear physical meanings. It is inconvenient to
design an optimal correlation functions as they are infinite dimensional. Furthermore, correlation function-based microstructure reconstructions are either computationally expensive, or
lacking of stochasticity. With the physical descriptor-based approach, microstructures are represented by physically meaningful structural parameters (descriptors), such as volume fraction,
particle number, and particle size. A systematic approach of identifying key microstructure
descriptors as material design variables is needed.
To manage the information complexity of using large-dimensional representations of microstructures, recent work has attempted unsupervised microstructure dimensionality reduction
via manifold learning [109] and kernel principal components [76]. However, dimension reduction of microstructure parameters considering the microstructure only does not reflect its
impact on material properties of interest so that the reduced parameter set does not address the
direct need of material design. We instead use supervised learning to establish the process–
composition–property relation from analyzing microscopic images.
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In this chapter, we propose a four-step machine learning methodology for identifying the
key microstructure descriptors as potential material design variables. In step 1, image analysis is applied to gather an initial set of potential microstructure descriptors (Section 3.2), to
understand the dependencies among the descriptors and the topological constraints of the microstructure morphology (Section 3.3.1). In step 2, an image analysis-based supervised learning
further reduces the descriptor set by analyzing each descriptors influence on the microstructure morphologies represented by the correlation functions (Section 3.3.2). In step 3, material
property-based supervised learning is employed using data obtained from physics-based simulations or from literature for further dimension reduction to identify the key set of descriptors
(design variables) that have the largest impact on properties of interest (Section 3.3.3). In step 4,
microstructure design variables are selected from key descriptors (Section 3.3.4) by maximizing
the impact score and minimizing the dependency.

3.2. Technical Background of Statistical Microstructure Representations
In this section, we provide the technical background of microstructure characterization with
the example of biphase nanoparticle-reinforced polymer composite. Statistical microstructure characterization enables a quantitative understanding of the microstructure–property relationship. Two types of microstructure characterization techniques are introduced: correlation
function-based method (Section 3.2.1) and descriptor-based method (Section 3.2.2). We also
summarize a list of commonly used descriptors covering composition, dispersion status, and
geometry information of the inclusions.
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3.2.1. Correlation Function-Based Microstructure Characterization
A wide range of microscopic imaging techniques such as scanning electron microscopy (SEM)
[58] and transmission electron microscopy [52] are applicable to obtain the digital microstructure images for statistical characterization. In the step of image preprocessing, the biphase
microstructure images are denoised and binarized with the volume fraction of each phase maintained. In the binary image, pixels in the matrix phase are marked by “0” and pixels in the
filler phase are marked by “1”. Figure 3.1 illustrates the transformation of the gray scale SEM
image (left) to a binary image (middle), where black pixels represent nanoparticle filler and
white pixels represent polymer matrix. The binary pixelated images are used in both correlation
function- and descriptor-based characterization.

Figure 3.1. SEM images of polymer nanocomposites, binary image, and correlation function-based characterization.

In this work, we collect four types of correlation functions: two-point correlation function
(nondirectional two-point autocorrelation functions), (two-point) surface correlation function,
lineal path function, and radial distribution function (Figure 3.1), which are widely used for
an accurate representation of microstructure with affordable computational costs. Correlation
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functions are functions of distance r. These four correlation functions are complementary to
each other, emphasizing on different aspects of microstructure features.

3.2.2. Descriptor-Based Microstructure Characterization
A descriptor-based approach is proposed in [121] to represent microstructure morphologies
using three levels of microstructure features: composition, dispersion, and geometry. Composition descriptors distinguish different phases and describe their volume/weight percentage in
the material, such as volume fraction of filler in polymer composites. Dispersion status descriptors depict the inclusions spatial relation and their neighbor status, such as the nearest
neighbor distance, number of filler clusters, etc. Geometry descriptors are on the lowest length
scale, which describe the inclusions shapes. Geometry descriptors include the inclusions size
distribution, surface area, surface-to-volume fraction, roundness, eccentricity, elongation, rectangularity, tortuosity, aspect ratio, etc.. The descriptor-based methodology is featured by four
strengths: the well-defined physical meaning of microstructure characteristics, the high correlation with material properties, the low computational cost in characterization/reconstruction, and
the low dimensionality of parameterized microstructure characteristics that enables parameterbased optimal microstructure design. With a sufficient descriptor set, high orders of microstructure information can be captured [121].
In this work, we collect a large set of descriptors from literature as candidates of microstructure design variables. This section covers descriptors used in polymer nanocomposites, alloy,
fiber composites, ceramic composites, etc. In previous works, different descriptors are chosen
for different materials based on expertise. Often times, the descriptors used in a single work
only capture the microstructure features that are highly related to the interested properties, while
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Table 3.1. Collected microstructure descriptors. Statistical information includes
first to fourth orders of moments: mean, variance, skewness, and kurtosis.
Descriptor
Definition
Composition
VF
Volume fraction
Dispersion
rnsd
Clusters nearest surface distance
rncd
Clusters nearest center distance
θ
Principle axis orientation angle
If iller
Surface area of filler phase
Imatrix
Surface area of matrix phase
N
Cluster number
VV F
Local VF of Voronoi cells
Geometry
rp
Pore sizes (inscribed circles radius)
A
Area
p
rc
Equivalent radius, rc = A/π
δcmp
Compactness
δrnd
Roundness
δecc
Eccentricity
δasp
Aspect ratio
δrec
Rectangularity
δtor
Tortuosity

Type
Deterministic
Statistical
Statistical
Statistical
Deterministic
Deterministic
Deterministic
Statistical
Statistical
Statistical
Statistical
Statistical
Statistical
Statistical
Statistical
Statistical
Statistical

all the other microstructure features are neglected. Therefore, to avoid bias in the key descriptor
learning, it is necessary to include a wide range of descriptors from different types of materials.
The full candidate descriptor set is referred to as the full descriptor set in this paper. The collection of descriptor titles and their definitions are provided in Table 3.1. There are 17 descriptors
in the list, in which each statistical descriptor is represented by four parameters (first to fourth
order moments). In total, the 17 microstructure descriptors are represented using 56 descriptor
parameters.
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3.3. Machine Learning-Based Identification of Key Descriptors
In the presence of a large number of microstructure descriptors, the key research questions
is how to represent the microstructural design space quantitatively using a descriptor set that
is sufficient yet small enough to be tractable. A four-step machine learning- based method
is proposed to exploit the microstructure–property database (Figure 3.2). The four steps include: (1) elimination of redundant descriptors using descriptordescriptor correlation analysis;
(2) microstructure correlation function-based supervised learning for further dimension reduction; (3) property-based supervised learning to identify key descriptors; (4) determination of
micro- structure design variables based on the optimization criteria of maximizing the impact
score and minimizing the within-group correlations of the selected descriptor set. Steps 1 and
2 are image analysis-based procedures, which do not require expensive finite element analysis
(FEA) simulations. These two steps will provide a fast reduction of the size of a candidate
descriptor set. Both steps 2 and 3 involve supervised learning. Step 3 needs structureproperty
data from either high-fidelity simulations or from literature. Step 4 is an optimization-based
descriptor subset selection process. To build a rich set of data, multiple microstructure images
are collected for the type of materials of interest. For each material sample, one representative
volume element (RVE) size image or multiple statistical volume element size images should be
collected [87]. RVE has spatially invariant properties and micro- structural statistics. For each
image, a full set of microstructure representations (correlation functions and descriptors) are
evaluated using the characterization techniques introduced in Section 3.2.
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Figure 3.2. Framework of machine learning-based microstructure descriptor identification.

3.3.1. DescriptorDescriptor Correlation Analysis for Identifying Redundant Descriptors
In step 1 of the proposed framework, redundant descriptors are identified by the pair-wise
descriptor–descriptor correlation analysis. Some descriptors may be strongly correlated due
to the pre-existing relations. For example, geometry descriptor cluster area A and major radius
r of the fillers that appear to be round in microstructure follow a strict mathematical relation
of A = πr2 , so these two descriptors A and r are interchangeable to each other; therefore, one
of them becomes redundant. However, in other filler shapes, there is no clear mathematical
relation between A and r, so both descriptors are to be kept for designing those microstructures.
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Since the mathematical relation may not necessarily be linear, rank correlation is preferred
as the measure of descriptor–descriptor correlation to the widely used correlation coefficient,
which only measures the linear dependence between variables. In statistics, rank correlation
(Kendalls τ ) measures the degree of similarity between two rankings, and is used to assess the
significance of the two variables relation.

3.3.2. Correlation Function-Based Supervised Learning
Step 1 of the proposed framework eliminates a few redundant microstructure descriptors based
on the descriptor–descriptor correlations, but it does not provide any information on the significance of each descriptor to the properties of interest. Supervised learning is needed to search the
key descriptors. It is not realistic to directly conduct property-based supervised learning on the
large set of microstructure descriptors. The high dimensionality of descriptor set requires a great
amount of microstructure samples (e.g., 10 times of the dimensionality) in structure–property
simulations for supervised learning. This process may not be affordable due to the high computational costs of simulations. For example, a high fidelity damping property simulation that
explicitly models the microstructures of an 80×80×80 voxel size 3D microstructure takes over
80h. Therefore, a simulation-free, image analysis-based supervised learning step (step 2) is proposed to further reduce the number of candidate descriptors before property-based supervised
learning in step 3.
In step 2, each descriptors influence on microstructure morphology is evaluated based on
their influences on the four correlation functions. For each descriptor, four impact scores (on
four correlation functions) are evaluated using supervised learning algorithm. Their average

48

is taken as the descriptors final score. Relief [96] is employed as the supervised learning algorithm, which takes descriptors as input features and the sum of correlation function values as the
supervisory signal. We take the sum of first 50 points of correlation functions, which represents
the homogenized high-strength correlation within a distance of 50 pixels, 295 nm.

3.3.3. Property-Based Supervised Learning
The end goal of the machine learning framework is to identify key microstructure descriptors
as design variables to optimize for achieving target material properties. In the third step of
the framework, supervised learning is employed to study descriptors influences on properties
of interest. One microstructure image is one instance in the learning algorithm. The reduced
descriptor set obtained from the first two steps is used as inputs (attributes), and material properties are taken as the supervisory signal. The properties of micro- structure samples are either
obtained from advanced FEA or collected from literature. The Relief algorithm is employed
again to calculate the score of each descriptor on each property of inter- est. The learning result
is normalized such that the scores of all microstructure descriptors are in the range of [0, 1] and
add up to 1. If multiple properties are considered in material design, the supervised learning is
applied on each property for all descriptors, and then the scores are added together to determine
the final ranking of the microstructure descriptors.

3.3.4. Design of Polymer Composites Using Reduced Descriptor Set
A small set of microstructure descriptors are chosen from the key descriptors as microstructure
design variables. It is not realistic to include all key descriptors as design variables because the
strong descriptordescriptor correlations may lead to unrealistic (infeasible) designs. Step 1 of
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the learning process only eliminates “repetitive” descriptors (descriptors of very strong correlations), so it does not necessarily mean that the descriptors kept after step 1 are independent
or weakly correlated. The microstructure design variables should have high contribution to
material properties (high ranking from machine learning) and high independency (low descriptordescriptor correlation). A combinatorial search is conducted to determine the most proper
subset of descriptors by formulating the problem as a two-objective heuristic search.
3.4. Conclusion
In this work, a descriptor-based 2D microstructure characterization and reconstruction strategy has been developed for fast microstructure representation. The proposed method is marked
by the mathematical and statistical relation between microstructure descriptors and 2-point correlation function which is able to bridge different works done by these two different characterization techniques.
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CHAPTER 4

Microstructure Optimization Through a Pruned Search
4.1. Introduction
Material selection has traditionally been carried out with property cross-plots, a graphical
representation of material–property–performance relationships popularized by Ashby [8]. For
example, density versus strength plot of different materials can be used by an aircraft engineer to
find that for the same strength requirement, a titanium alloy weighs much less than a steel alloy.
The disadvantage of chart- or plot-based selection is that only materials with known property
are included. It is common knowledge that even within the selected alloy system, microstructural variability leads to a large range of material properties. We are currently moving towards
a new paradigm of microstructure–sensitive design [78] where it is crucial to identify the very
microstructure within an alloy system, out of innumerable candidates, that leads to a desired
property or a combination of desired properties. Mathematical search-based designs explore
the hypothetically infinite space and offers the freedom of engineering unknown microstructures. But the efficiency of mathematical search deteriorates quickly as the candidate space
grows, with a microstructure represented by hundreds even thousands of dimensions traditional
searches for microstructure design can be slow. In this chapter, we explore advanced data oriented techniques to enhance the mathematical search by statistical heuristics, for the purpose of
fast and accurate microstructure optimization for a recently discovered alloy, Galfenol.

51

Galfenol has been shown to exhibit magnetostrictive strains up to 400 ppm in single crystal
form (more than 10 times that of α-Fe). When a magnetic field is applied to Galfenol single
crystal, the boundaries between the magnetic domains shift and rotate, both of which cause a
change in the material’s dimensions. This behavior, termed magnetostriction, has been used
to transduce magnetic field to mechanical force in micro–scale sensors and actuators [32, 31,
84, 9]. While single crystals of Galfenol provide large magnetostriction, their preparation is
expensive. Thus, development of polycrystalline Galfenol with favorable properties for various
applications [85, 24, 104] is desirable. A combination of high stiffness, magnetostrictive strains
and yield strength is optimal for use in a cantilever beam device that can be used to generate
sonar waves (as actuators), measure vibrations (as sensors) or generate electricity (as energy
harvesting devices).
While theoretical models for computing properties given the microstructure are known for
this alloy, inversion of these relationships to obtain microstructures that lead to desired properties is challenging. The microstructure design of polycrystalline Galfenol can be performed
by tailoring the distribution of various crystal orientations (‘the orientation distribution function
(ODF)’) in the microstructure (Figure 4.1a, [108]). The structural optimization is carried out
along different crystallographic directions to attain favorable properties. The multiple crystallographic directions embedded in the multi-dimensional ODF are used as control variables and
the theoretical functions for properties are the objective. The main challenge is to address the
following three issues,

a) High dimensionality: to search in a hypothetically unlimited space of all possible crystal orientation distributions, and converge within a reasonable time.
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b) Multi-objective: to optimize under a requirement of multiple extremal properties that
are often in conflict.
c) Solution completeness: to identify the complete space (or as much of it as possible)
of microstructures when more than one solution exists that produce the same optimal
property.

Very few published works in literature discuss such design problems. Significant contributions in this area include [2] where the authors design an ODF that maximizes the deflection
of a beam without plastically deforming it. In [56], the authors design a plate with a circular
hole subjected to an in-plane tensile load so as to maximize the load carrying capacity while
avoiding plastic deformation. These analyses employ a reduced spectral series representation
of the texture that lies in a significantly smaller search space. However, much information
in the texture is lost in the reduced representation, and the optimization search is done rather
manually, by numerically interpolating the microstructure space to find the location of best performance. Traditional optimization techniques used to search of the answer lead to an unique
microstructural solution, rather than the complete space of optimal microstructures. Multiple
solutions are favored in the sense that traditional low–cost manufacturing processes such as
forming and heat treatment can only generate a limited set of microstructures [85, 24, 104], and
a single design solution may not be economically feasible to manufacture [108]. Other optimization techniques that may lead to multiple solutions (such as combinatorial search methods
and evolutionary methods) have been explored in materials selection and structural optimization
design [68, 106, 69, 3]. However, these methods are often prohibited by the high dimensionality
of search space (curse of dimensionality [13]).
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Herein, we propose the employment of modern machine learning (ML) techniques as a tool
to explore multiple design solutions and diminished searching time in high dimensional microstructure design problems, where the number of distinct design candidates is indeed infinite.
Two crucial ML steps, namely, search path refinement and search space reduction, are designed
to develop heuristics that tour the search force to a much smaller preferable space. As the diagram in Figure 4.2 suggests, the ML method (bottom route) has these two steps (marked as 2
and 3) executed laterally, after a data preparation step (marked as 1) that precedes. The three
steps supplement a traditional direct-search method (top route) by performing a search space
preprocessing, before the actual search goes into action. Such a ML-based preprocessing is
designed to locate critical regions of a search space with a small overhead, so that the search
force can be consciously concentrated.

4.2. Method and Results
4.2.1. Design Problems.
We start with a spectral representation of the microstructure and its relevant statistics and present
five polycrystalline alloy design problems, each with a different property objective to optimize.
The properties are either a singular or a composite of the following: Young modulus (E), yield
strength (Y ) and magnetostrictive strain (ms ). For sensor applications where Galfenol is used
in the form of compliant beams, E is inversely proportional to deflection, so a lower modulus
results in higher deflection for the same applied stress. Higher yield strength Y will increase the
load bearing capacity of the structure and it is our objective to maximize Y . A higher value of
magnetostrictive strain (ms ) will enhance the capability of material to act as a sensor material.
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Figure 4.1. Microstructure representation of Galfenol. (a) Polycrystalline microstructure of Galfenol, with colors denoting different crystal orientations. (b)
ODF(A) for given microstructure. (c) Various properties estimated using homogenization technique from the ODF.

Two additional composite functions are designed to express the need of a set of properties
balanced for peak performance, fulfilling the requirement of multi-objective design. Composite function F1 = Y · ms /E is maximized to search for a microstructure with a low modulus and high value for strength and magnetostrictive strain. Another function F2 is given
by a combination of two desired properties, stiffness component C̄ 33 = 274.94GP a and
magnetostrictive strain ms = 99.53ppm. A weighted Gaussian function of the form F2 =
10 exp (−3(C̄ 33 − 274.94)2 − 2(ms − 99.53)2 ) is optimized such that the maximum value of
F2 = 10 is attained at the desired property values.
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Figure 4.2. Framework of material structure optimization. The flow on top
is the traditional search-based mathematical optimization method. The bottom
is the machine learning based method we propose. Three additional steps are
inserted to learn a refined and reduced search space.

4.2.2. Property Calculation.
The orientation distribution function (ODF), the probability density function for orientations,
is applied for the quantification of crystallographic texture of Galfenol, as seen in Fig. 4.1.
An axis-angle parametrization of the orientation space proposed by Rodrigues has been used.
This is based on the unique association of an orientation with a rotation axis n and an angle
of rotation θ about the axis such that r=ntan 2θ . Relationship of r with the standard rotation
matrix that maps the sample axes to the crystal axes is given in Section 2 of [108]. The ODF
(in Fig. 4.1b) denoted by A(r) represents the volume density of crystals with orientation r. If
the orientation-dependent property for a single crystal χ(r) is known, any polycrystal property
can be expressed as an expectation value or average given by:

56

Z
< χ >=

(4.1)

χ(r)A(r, t)dv
R

Polycrystal moduli calculation. Values of elastic parameters for BCC Galfenol crystal are
C11 = 213.0GP a, C12 = 174GP a, C44 = 120GP a. The polycrystal stiffness, C̄, is computed
through a weighted average (over A) of the stiffness of individual crystals expressed in the sample reference frame. The elastic modulus (along x-axis) is computed through this polycrystal
stiffness as [110]:

E =

(4.2)

1.0
−1
C̄ (11)

Magnetostrictive strain calculation. Magnetostrictive strain in Galfenol single crystals is
specified using two independent parameters, λ100 and λ111 , which characterize the changes in
normal strain along the h111i and h100i direction resulting from the rotation of a magnetization
state into these directions. The magnetostrictive strain tensor for a crystal with magnetization
direction given by the unit vector m = (mx , my , mz ) (in the crystal coordinate system) is then
stated by the following expression:


(4.3)

λ100 (m2x

1
)
3

−


3
λ= 
λ111 (my mx )
2

λ111 (mz mx )

λ111 (mx my )



λ111 (mx mz ) 

λ100 (m2y − 13 ) λ111 (my mz ) 


1
2
λ111 (mz my ) λ100 (mz − 3 )
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We use the model from Armstrong [7] which represents the free energy as a sum of internal and
external energy terms. The following form of internal energy is taken:

(4.4)

EI = K1 (m2x m2y + m2y m2z + m2x m2z )

The simple form for EI used here ensures that a domain in the crystal has minimal and
maximal energies when oriented, respectively, along the h111i directions (easy direction) and
the h100i family (hard directions). Application of an external magnetic field leads to an energy
change in energy proportional to the intensity of the magnetic field, H, the magnetization of
the domain, M , and the direction between them. The direction of the applied magnetic field is
represented as n = (nx , ny , nz ) in the crystal coordinate system.

(4.5)

EH = −µ0 M H(m · n)

The energy contribution (per unit volume) associated with the interaction of externally applied stress tensor (σ in crystal coordinate frame) with magnetostrictive strains is given as:

(4.6)

Eσ = −σ · λ

In an ideal crystal without defects (at T = 0K), the domain would align in the direction
of minimal energy. However, domain magnetization is expected to follow a Boltzmann–like
distribution at higher temperatures due to an increase in entropy. The probability, P , that the
magnetization direction is equal to m is given as:
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(4.7)

P (m) ∝ exp(−

(EI + EH + Eσ )
)
Ω

The parameter Ω represents the spread of the magnetization direction from the ideal direction (of minimal energy). The magnetostriction strain tensor  is obtained by averaging the
strains over the probability density of magnetization in the crystal.

(4.8)

R
P (m)λdm
= R
P (m)dm

The above integral is calculated by sampling over all possible magnetization directions (ie.
all points on a unit sphere). The strain tensor  in the crystal coordinate system is rotated back to
the sample coordinate frame s (r) = RT R. The overall strain tensor is obtained by averaging
s (r) over the ODF using equation (4.1). The magnetostrictive strain (ms = hs (r)i33 ) that
is optimized in our machine learning approach is the polycrystal averaged strain along the z–
direction as measured with respect to an initial unstressed crystal.
For single crystal Galfenol, the various parameters used are as follows: K1 = 3.6e4Jm−3 ,
λ100 = 170ppm, λ111 = −4.67ppm, M = 1.83/µ0 Am−1 (µ0 = 4π × 10−7 ) and Ω = 625Jm−3
calibrated in [9]. In the examples, we apply the magnetic field of -500 Oe and a compressive
pre-stress of 80 MPa, both along the [001] sample direction. At these values, the single crystals
achieve a saturation magnetostrictive strain that compares well with the model in [9]. In the
examples, the magnetostrictive strain (ms ) along the [001] sample direction is optimized. Note
that magnetostrictive strain has significant anisotropy, with the saturation strains along [012]
direction being 25% lower than that of the [001].

59

Yield strength calculation. The crystal plasticity model described in Method section and
also in [108] is used to calculate the yield strength at all nodal points in the fundamental region.
The model adequately captures the macroscopic tensile mode stress-strain response at room
temperature reported in [70] as shown in Fig. 4.3(b). To further validate the microstructural
model, we compared the crystallographic textures seen in BCC iron rolling processes and textures predicted by our model. Fig. 4.3(a) shows that the model captures both α and γ texture
that arise from rolling of BCC metals (experimental result from [12]). The strength (Y (r)) at
orientation r is found as the offset z–stress resulting from an applied z–strain of 0.2% under the
following velocity gradient [110]:


(4.9)

0
0
 −0.5

L=
−0.5 0
 0

0
0
1.0








The overall yield strength is obtained by averaging Y (r) over the ODF using equation (4.1).

The single crystal properties for elastic modulus, magnetostrictive strains and the yield
strength obtained from the above analyses can be visualized on the ODF mesh in Rodrigues
space. The plots shown in Figure 4.4(left) depict the surface contours with internal slices of
the ODF shown alongside in Figure 4.4(right). The single crystals with maximum and minimum properties and their locations can be seen directly from these plots. For example, the
single crystals with maximum magnetostrictive strains are all located along the z–axis of the
Rodrigues space as seen in Figure 4.4(a)(right). This corresponds to the z–axis < 001 > fiber
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Figure 4.3. Microstructural model validation. (a) Comparison of textures (Euler angle space, φ2 = 45o ) predicted by our model with experiments on BCC
iron reported in [12]. (b) Comparison of results of current model with published results in [70]. The plot shows tensile test curves of as-cast polycrystalline Galfenol (alloy composition F e82.17 Ga16.83 with 0.5–1 % Boron) at room
temperature.
in which the crystal direction of easy magnetization ([001]) is aligned along the measurement
axis (sample z–axis).

4.2.3. Optimization Result Analysis.
With the five design problems, the ML-based optimization approach, essential procedures shown
in Figure 4.2 (bottom route) and each step further explained in the Method section, develops
heuristics that guide the search into most promising areas. To demonstrate its superiority at optimality, time efficiency and solution completeness, we compare with three baseline methods, all
of them evaluated using three criteria: 1) the optimality, or goodness or property, determined by
the sheer value of the property obtained; 2) the efficiency, judged by the time taken for obtaining
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the result under the same computational environment, the lower the better; and 3) the completeness of solutions, in cases where there exist multiple solutions of structures that produce the
same best property, is reflected by the number of distinct answers generated, normalized by the
most answers found thus far.
The three baseline methods to compare with are: 1) an exhaustive search (eSearch) containing 1 million random searches, 2) a generalized pattern search [10], which can be considered as
a smarter-than-random guided search (gSearch), 3) a traditional optimization algorithm, specifically the linear programming (LP) is used for linear problems and genetic algorithms (GA) for
nonlinear problems. In the exhaustive search, to ensure the constraint satisfaction the Random
Interval (details in Method section under random data generation) method is used to generate 1
million realizations of i.i.d. ODF values. The guided search, however, should require far less
iterations and we randomize 100 initial starting positions of ODF and for each iteration, the
search goes until a local optima is found.
Table 4.1 shows optimal values of each design function obtained by the aforementioned
methods. As we can deduce from this comparison, for linear properties as Y and ms , LP always
provides a valid solution. It is the nonlinear problems as E, F1 and F2 that pose a challenge for
traditional optimization methods. Exhaustive search gives largely unstable results; one almost
has to rely on pure luck to bet on a fair result. Guided search has a tendency to get stuck at
local optima, which can sometimes be even worse than the naive exhaustive search (although
the running time is much less). Surprisingly, GA has worked poorly on nonlinear problems (we
also tried GA on linear problems and the answer is never as good as LP). In fact, for nonlinear
problems the guided search is often a better choice than GA. ML methods have been proven
successful achieving the best answers throughout all problems, linear and nonlinear.
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Table 4.1. Summary of optimal values for all design problems and methods
Property
E (GPa)
Y (MPa)
ms
F1
F2

Objective
Min
Max
Max
Max
Max

eSearch
127.56
301
9.0034e-5
1.0911e-07
9.81

gSearch
89.5667
306.54
1.3797e-04
1.2609e-07
10

LP/GA
136.25
353.11
1.5498e-4
1.0122e-07
9.9987

ML
85.9878
353.11
1.5498e-4
2.9347e-07
10

We use visualization bars, shown in Figure 4.7, to illustrate the performance of different
methods in a standardized manner in terms of all three criteria. Figure 4.7(left) describes the
normalized level of optimality achieved by each method (shown by vertical color sticks) for
each problem (each grey box). The highest level (rightmost) is defined by the best solution
found among five methods, and the lowest level (leftmost) represents the worst answer among
the five. The position in between is at linear scale. Therefore how rightward the positions of
color sticks represent how good the method is regarding finding the optimum answer.
The minimum of Young’s modulus (E opt ) obtained is 85.9878 GPa. Although the property is
nonlinear with respect to the ODF values, multiple ODF solutions were not found. The optimal
ODF was found to be a single-crystal with (011)[100] orientation, shown in Fig. 4.5(a). As is
evident from the plots, the extremal ODF corresponds to a unique orientation (and symmetric
equivalents, if any). Although the ODF ideally is a Dirac delta function at this orientation, a
finite ODF value is plotted due to the use of a finite element discretization. In addition, the use
of finite elements implies that this is not the exact minimum unless there is a node exactly at the
location of the optimal orientation. However, as [108] pointed out, one can achieve the property
bounds accurately with finer discretizations of the Rodrigues space.
Since yield stress (Y opt ) is a linear property, the extremal values correspond to single crystals. In our analysis, the maximum value was found to be 353.11 MPa which is equal for two
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single crystals, close to the (111)[11̄0] orientation as shown in Figure 4.5(b). Similar analysis
to find the ODF with maximal magnetostrictive strain (mopt
s ) revealed a single-crystal at the
(001)[11̄0] orientation with field induced strain of 1.5498e-04. Note that crystal z–axis is the
direction of easy magnetization and of the largest saturation magnetostriction in single crystal
galfenol and the optimal crystal, as expected, has this direction aligned with the direction of
strain measurement. Figure 4.5(c) shows the corresponding ODF.
The optimum microstructure for objective function F1 was also a single-crystal. For problem F2 , however, we get 26 different ODFs which give the same maximum value of F2opt = 10.
ODF plots for all these solutions are shown in Figure 4.6. Most distinctively, these 26 solutions
are all polycrystal, taking values on every one of the crystalline orientations. In this sense, the
ML method manages to discover complex and irregular compositions of microstructure in the
search for extreme values.
A running time comparison is made in Table 4.2. For these problems LP can finish within 1
second and each round of GA normally takes 2 to 3 seconds. LP and GA (with 100 restarts and
takes about 200 seconds) are shown in Figure 4.7(middle) although not included in Table 4.2.
eSearch conducts 1 million random searches along with 1 million times of function evaluation,
and gSearch takes 100 iterations each taking a different random initial point. Figure 4.7(middle)
illustrates the normalized level of time efficiency produced by each method for each problem.
The highest level (rightmost) is defined by the one using the least time in producing its final
answer, and the lowest level (leftmost) represents the longest time taken among the five. Since
the time varies among methods from a couple of seconds tens of thousands of seconds, the
position in between is in a logarithmic scale. eSearch, as imagined, takes the longest time
to finish since it explores randomly the space without a proper guidance. ML takes less than
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Table 4.2. Summary of running times (s) for all design problems and methods
Property eSearch gSearch ML Percentage of time reduced
E
20054 4718.5 710.4
84.94%
Y
20145 7150.5 854.6
88.05%
ms
21302 2588.0 422.5
83.67%
F1
23225 1179.1 322.8
72.62%
F2
25431 2783.3 589.4
78.82%

5% of time consumed by eSearch. Compared with gSearch, ML reduced respectively 84.94%,
88.05%, 83.67%, 72.62%, and 78.82% of the running time. The average reduction is 81.62%.
The 4-th step of ML framework is the exact same gSearch with reduced variables; this implies
that the reduced time comes from the reduced searching space.
Last but not least, the completeness of solution is an important gauge of optimization design.
Two of our design problems, the optimization of Y and F2 , appear to have multiple solutions that
lead to identical optimum answers. The completeness of solutions for each method regarding
these two problems is shown in Figure 4.7(right). The linear problem has three solutions found
by ML that lead to the same Y opt , but only one is found by LP. eSearch and gSearch each also
found one solution but according to Table 4.1 neither of them generates property as good as
Y opt . For the nonlinear problem F2 , eSearch and GA each obtained one solution and neither is
as good as F2opt . gSearch was able to produce F2opt , but it only found 9 solutions. Only ML is
able to find 26 solutions, the most complete as far as we know.

4.3. Discussion
The selection of materials and geometry to minimize (or maximize) some given property
has been a common problem in material science. The optimum answer can be obtained by an
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exhaustive search among numerous choices in the searching domain bounded by some boundary conditions and constraints. More intelligently and less laboriously, the search can be guided
by heuristics, and how the heuristic is designed is discussed by various researchers in the area
of searching algorithms and artificial intelligence [61] [41]. However, searches that are exhaustive or follow simple heuristics suffer from the high dimensionality used in the structure
representation, and they often return incomplete solution sets.
Machine learning based dimension reduction techniques are known to be powerful in analyzing variable relationships in large datasets containing high variable dimensions. It is often
used for data representation for the sake of reducing storage space as well as computational
efforts. Regarding optimization problems, ML methods can be considered to reduce the search
space by limiting the number of design variables in search and finding patterns to form a superior searching strategy. The analysis that ML is able to make to a reasonable collection of
variable-objective data instances could provide valuable insights towards the variable relations,
and answer questions as what variables to search first, what areas are the most promising, what
direction would possibly lead to quick convergence, etc.
In this work, we applied the technique to optimize the magnetoelastic properties of Iron–
Gallium alloy (Galfenol). The orientation space of BCC Galfenol was discretized using finite
elements to obtain a compact representation of design variables. We searched for microstructures with optimal properties, such as low elastic modulus and high magnetostrictive strains,
while also exploring possible non–unique solutions for these design cases. We can deduce from
the experimental results that linear problems with unique solutions are better solved with LP,
which is both fast and accurate. However, multiple solutions are not explored when using LP
techniques. GA performed incompetently across all problems despite its advantage in running
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time efficiency, in that it was never able to produce the best known answers in our problems.
ML method was able to achieve a fine balance between accuracy and efficiency, and more importantly, it is able to find the complete set of solutions that none of the other methods can.

4.4. Methods
4.4.1. BCC crystal plasticity model.
A rate-independent single-crystal plasticity model developed in Kothari and Anand [6] is used
to compute the effect of macroscopic strain on the polycrystal. For a material with α = 1, . . . , N
slip systems defined by ortho-normal vector pairs (mα ,nα ) denoting the slip direction and slip
plane normal respectively, the constitutive equations relate the following basic fields: the deformation gradient F which can be decomposed into elastic and plastic parts as F = F e F p ,
the Cauchy stress T and the slip resistances sα > 0. In the constitutive equations, the Green

e
elastic strain measure Ē = 12 F eT F e − I defined on the relaxed configuration (plastically
deformed, unstressed configuration) is utilized. The conjugate stress measure is then defined as
 e
T̄ = detF e (F e )−1 T (F e )−T and the stress–strain relation is given by T̄ = C Ē where C is
the fourth-order elasticity tensor. It is assumed that deformation takes place through dislocation
glide and the evolution of the plastic flow is given by

(4.10)

Lp = F˙ p (F p )−1 =

X

γ̇ α S α0 sign(τ α )

α

where S α0 = mα ⊗ nα is the Schmid tensor and γ̇ α is the plastic shearing rate on the αth
slip system. The resolved stress on the αth slip system is given by τ α = T̄ · S α0 . The resolved
shear stress τ α attains a critical value sα on the systems where slip occurs (τ α = sα , if γ̇ α > 0).
Further, the resolved shear stress does not exceed sα on the inactive systems with γ̇ α = 0. The
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hardening law for the slip resistance sα is taken as,

(4.11)

ṡα (t) =

X

hαβ γ̇ β , sα (0) = sα0

β

The slip system hardening model is given as:

(4.12)

hαβ = [q + (1 − q)δ αβ ]hβ (no sum on β)

where hβ is a single slip hardening rate, q is the latent-hardening ratio and δ αβ is the Kronecker
delta function. The parameter q is taken to be 1.0 for coplanar slip systems and 1.4 for noncoplanar slip systems. For the single-slip hardening rate, the following specific form is adopted:

(4.13)

hβ = ho (1 −

sβ a
)
ss

where ho , a, and ss are slip hardening parameters taken to be identical for all slip systems, with
values ho = 500 MPa, ss = 350 MPa and a = 2.25 for BCC Galfenol single crystals. The
initial value of slip system resistance is calibrated as so = 180M P a. Plastic deformation due to
crystallographic slip is assumed to occur in the < 111 > direction, and the possible slip planes
are of the {110}, {112}, and {123} type.

4.4.2. Random data generation.
Data that are expected to be seen during the search are simulated and collected before the actual
search. For the purpose of supervised learning the training set is in a form of {X (j) , y (j) }, where
the X (j) and y (j) are the j-th training example of the feature vector and the corresponding
class label. In our design problem, X = [x1 , x2 , . . . , xD ] ⊆ RD is an instance of structure
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representation (e.g. the multidimensional ODF) and y (j) ∈ {−1, 1} is an indicator of how
good a property generated by the structure is. Given a property function f (X), supposedly
to be maximized, the class label y (j) = +1 is assigned to input vector X (j) if the function
value f (X (j) ) is ‘sufficiently high’. For some algorithms to work well, data from the opposing
class might be needed, which indicates sufficiently low property and are assigned a class label
of −1. Data quality of the training set is ensured by enforcing randomness and polarization,
with the four randomization methods, namely, Random Intervals, Random k Intervals, Random
Every k, and Best-First Assignment, developed to address randomness from different angles
P
and generate samples under the constraints in our problems: D
i=1 xi = 1 and X ≥ 0. While
one of them (RI) gives the chance of taking values to every variable equally, the others tend to
think that a limited number (k) of variables are of greater importance than the others, only we
don’t know which k. After the randomized data generation, a data polarization procedure takes
portions of samples from two extreme ends, on top of which the feature learning is devised.
a) Random Intervals (RI). We consider the unit length 1 is divided into D random intervals, or making D−1 random cuts between the interval [0, 1], where D is the dimension
of X, or ODF. Then the length of intervals are randomly assigned to each feature xi .
b) Random k Intervals (RkI). This is similar to RI but each time, only k intervals are
generated and assigned to k random dimensions. k is iterated from 1 to D − 1 with
an increasing number of samples generated with regards to k (roughly a linear relationship) and then down sampled to 1000 for each iteration, except when k = 1, D
samples exist and are all used.
c) Random Every k (REk). Randomly generate k values at a time, continue only when
the sum s of the current k values does not exceed the threshold 1. Update the threshold
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to the remainder 1 − s, and repeat the process until the remainder is sufficiently small.
Assign the generated values to a random set of features. k is fixed to be 5 in the
experiment.
d) Best-First Assignment (BFA). Randomly pick a feature and assign to it a random value
u, 0 ≤ u ≤ 1. Distribute the remainder 1 − u evenly to all other variables so that the
constraint is met. Compute the objective function and obtain the function value. Repeat
n times and continue with whichever gives the best function value. Fix that selected
variable and repeat the process to select another variable, and go on until no variable
is left.
In terms of operation time, REk and BFA are the slowest since they either operate under
a probability of getting valid feature values or involve multiple evaluations of the objective
function. In generating random samples for F2 with a MATLAB implementation, RI takes an
average of 0.99 ms per sample, RkI 0.42 ms, REk 12.5 ms, and BFA 12.7 ms. We let RI generate
50,000 data instances and terminate REk and BFA when their generated samples reach 10,000.
Thus in total we obtained around 145,000 samples. We then sort according to the objective
value and keep the top and bottom 25% of data instances, with one of the extremes desired and
the other undesired, each with 36,250 samples.

4.4.3. Search path refinement via feature selection.
The motivation of introducing feature ranking into optimization is to obtain a specialized search
path in the form of a sorted order of variables prior to the start of search, so as to improve
the searching efficiency. Four supervised feature ranking methods, χ2 , Information Gain, Fscore [22] and SVM-weight (SVM, [117]) are employed. They work either through calculating

70

a coefficient (also called filter methods) to characterize the relevance of each feature with the
class target, or through building classifiers (also called wrapper methods) with each variable
and evaluating the performance. Filter methods are generally faster. The final feature ranking
is decided by a voting (majority wins) of the four result sets, and it determines the order of
search, that is, the order of variables whose values get updated. In the search to follow, at
each iteration only one variable gets updated (by, say, gradient descent), and its value fixated
when the objective function stops improving. In this way, prior to the search a search path
is determined, which yields greater efficiency. To retain a degree of openness, we conduct
multiple searches by shuffling the top 10% of the ranked list, which proves to be critical in
obtaining multiple answers for a problem in later experiments.

4.4.4. Search space reduction via classification schemes.
For the purpose of reducing the search region of each variable, in this subroutine we build a
rule-based classification tree to learn the most promising region of values for each variable. As
in the path refinement activity, the data category with desired function values is represented by
the class ‘1’ and the contradictory class is labeled as ‘−1’. This creates a two-class classification
problem. We use rule-based classifiers, such as decision trees, because they are easily traversed
and thresholds are clearly attained. After a tree is constructed, we look for the leaf nodes with
“−1” since our purpose is to minimize E. We traverse from the root to each of the “−1” leaf
nodes and write down the rules generated along the path. The number of samples covered by
the rule and the accuracy of the rule should also be considered. For the E-minimize example
the most supported rule is: IF x16 ≤ 0.17565 AND x26 ≤ 0.20504 AND x14 ≤ 0.13302 AND
x53 ≥ 0.064713 AND x37 ≤ 0.004566 THEN “y = −1”. Therefore, the searching regions
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for these variables are modified to x16 ∈ [0, 0.17565], x26 ∈ [0, 0.20504], x14 ∈ [0, 0.13302],
x53 ∈ [0.064713, 1], and x37 ∈ [0, 0.004566]. The searching effort is thus reduced to a more
concentrated area on these variables. Compared to the original region of [0, 1], relatively 83%,
80%, 87%, 6% and 99% of the search region has been reduced.

4.4.5. Enhanced optimization.
A gradient-based line search [82] is conducted on a ordered list of variables, finding, one variable at a time, the value of it that optimizes the function from a reduced value space. Top-rank
shuffling and multi-starting strategies are incorporated so that on each run, the algorithm starts
from a randomly generated initial solution in the search space, with a slightly shuffled preplanned searching order of variables. Optimization becomes a much promising endeavor when
the search space is reduced and a pre-planned searching path is deployed.
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(a) Magnetostrictive strain (ms )

(b) Elastic Modulus (E)
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Figure 4.4. The single crystal properties for elastic modulus, magnetostrictive
strains and the yield strength obtained from our analyses are visualized on the
ODF mesh in Rodrigues space. Both the surface contours and internal slices of
the ODF are shown. The single crystals with maximum and minimum properties
and their locations can be seen directly from these plots.
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Figure 4.5. Visualization of ODF solutions to three problems. (a) ODF that
satisfies the objective function E. (b) ODF that satisfies the pbjective function
Y . (c) ODF that satisfies the objective function ms .

Figure 4.6. Visualization of ODF solutions to F2 . All 26 cases that maximize
the objective function F2 are shown.
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Figure 4.7. Visualization of method effectiveness. Three criteria are used: goodness of properties (left), time efficiency (middle), and completeness of solution
(right).
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CHAPTER 5

Elastic Localization Linkage Prediction in Composite Materials
5.1. Problem
This materials knowledge discovery problem studies the localization effect and linkage towards elastic deformation of 2-phase composites. Localization, as opposed to homogenization,
describes the spatial distribution of the response at the microscale for an imposed loading condition (e.g., averaged stress) at the macroscale. Localization is critically important in correlating
various failure-related properties of the material with the specific microstructure conformations
responsible for the local damage initiation in the material.
We have truth data generated by physics-based materials models. Such models are generally obtained by solving governing field equations numerically (e.g., finite element models),
while satisfying the appropriate (lower length scale) material constitutive laws and the imposed
boundary and initial conditions. However, the computational requirements of such physicsbased materials models are usually very high, rendering these tools impractical for the needs of
rational materials design and optimization. Therefore in this work we are interested in building
data-centered localization linkages to capture and predict the elastic deformation fields in a high
contrast two-phase composite system.
5.2. Data
We obtained a data set containing digitally created three-dimensional (3-D) microstructures
with each microstructure associated with a response field computed using previously established
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finite element (FE) models. More specifically, a uniaxial strain was imposed in the x direction
on each input microstructure volume element (MVE) and FE predicted microscale strain field
(using periodic boundary conditions) is taken as the output of interest. Each MVE consists of
21 × 21 × 21 = 9261 binary-phase elements. Each element in the microstructure sample is
assigned one of the two possible phases (denoted 0 and 1), while the response field is captured
as a continuous number in each spatial bin or voxel.
A total of 2500 MVEs with varying volume fractions are included. They evenly form 100
groups with regards to the value of the volume fraction, with 25 MVEs in each group having
the same volume fraction. The volume fraction varies from 1% to 99%. In our experiments, we
separate the MVEs into two sets: calibration and validation. The validation set contains 1000
MVEs uniformly distributed among different volume fractions, with 10 from each group. The
rest 15 from each group constitute the calibration set.
We specify the input to the predictive modeling as the material microstructure, and output as
the elastic strain field (at the scale of each voxel in the microstructure), making this a supervised
learning problem.

5.3. Methods
5.3.1. Design of Single Contextual Data Experiments
Figure 5.1 schematically illustrates the main data-driven protocol for establishing a predictive
modeling. It generally comprises of two key processes: (i) feature extraction, and (ii) construction of the regression model. Each process requires numerous trials that are generally referred
as Data Experiments. In this work, we have conducted two data experiments for the feature
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extraction process, and a third data experiment for the construction of the regression model.
The design of these three data experiments are detailed later in this section.

Data-driven predictive modeling
Input:
microstructure
Feature	
  
Extrac+on	
  

Output:
response

features
Regression	
  

Figure 5.1. Data-driven modeling flowchart.

The performance models was evaluated by the mean absolute strain error (MASE) e in a
MVE, defined as

(5.1)

S
1 X ps − p̂s
e=
|
| × 100%
S s=1 pimposed

where pimposed denotes the average strain imposed on the MVE, and ps and p̂s denote the values
of the strain in the voxel s from the FE model and the surrogate model developed in this work,
respectively. This metric quantifies the average error for a single MVE microstructure. In the
data experiments presented here, we show both individual e for each MVE as well as averaged
MASE, ē, over the entire set of 1000 validation MVEs.
In constructing training and test data for predictive modeling, each voxel in the MVE is examined, represented and transformed into a data instance consisting of “inputs” and “outputs”.
Each MVE generates 9,261 data samples (this is the number of voxels in each MVE). The
complete calibration set hence contains 13,891,500 samples and validation contains 9,261,000
samples.
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We term the voxel under examination as the “focal voxel”, whose response (average elastic
strain in the voxel) is to be predicted. Each voxel in the MVE gets to be the focal voxel once,
and when it does, other voxels in its local environment are taken to construct input features for
it. By doing this we are assuming that the response of a focal voxel is strongly influenced by
some short range interactions with neighboring voxels in its local environment. This concept
is highly consistent with the concepts of Green’s functions utilized extensively in composite
theories [39, 98, 38, 1, 63, 64].
Following the symbolic definitions in [34, 35, 57, 66, 65, 124], we let the microstructure
variables m0s and m1s denote the volume fraction of each local state in each voxel of the composite MVE, where 0 < s ≤ S indexes the voxels; S = 9261 is the total number of voxels
in an MVE. Since m1s + m0s = 1, and we employ eigenmicrostructures (each voxel is assigned
exclusively to one of the two phases allowed) in the present case study, we further simplify the
notation and use ms to simply denote m1s in some of the case studies presented here.
As noted earlier, the averaged local response (elastic strain) in each voxel in presented as ps ,
where 0 < s ≤ S, S being the total number of voxels in the MVE. We expect that the value of
ps is not only influenced by ms , but also the value of the microstructure function in the voxels in
the neighbourhood of s. We use the notation ms,l,t to refer to the microstructure function values
in the neighborhood of ms , where l refers to the neighbor level (defined based on distance from
s) and t refers to individual voxels in the layer l. These concepts are further elaborated below.
• Level of neighbors, l. Neighbors generally refer to voxels adjoining a given voxel.
Here we extend the definition, and serialize neighbors based on their scalar distances
from the voxel of interest. Figure 5.2 shows a 3-D voxel of interest in pink, surrounded
by its different levels of neighbor voxels. The level of a neighbor, l, is used in this study
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to identify all of the voxels that are at a distance of

√

l from the voxel of interest. In

Figure 5.2, l = 1, 2, 3, 4 from upper left to lower right. In this work, where MVEs are
of dimension 21 × 21 × 21, a voxel can have up to 300 levels of neighbors, although, at
some of these levels there do not exist any neighbor members (for example, l = 7 and
l = 15 do not have any members invalid as their squared values cannot be represented
by a sum of squares of 3 whole numbers).
• Individual voxel t in a neighbor layer. In each layer of the same neighbor level there
can be none or a number Tl of neighbor member voxels. As shown in Figure 5.2,
there are T1 = 6 first-level neighbors, T2 = 12 second-level, T3 = 8 third-level, and
T4 = 6 fourth-level neighbors. To address each of them we assign a index variable
t = 0, . . . , Tl − 1. For example, all voxels at neighbor level 1 of s can be indexed as
(s, 1, 0), (s, 1, 1), (s, 1, 2), (s, 1, 3),(s, 1, 4), (s, 1, 5), following the notation introduced
earlier.
Following this nomenclature, ms,0,0 is the (binary) microstructure variable at s, i.e., the focal
voxel. Its neighboring voxels, ms,l,t , along with other extracted feature variables are included
in the input feature vector when modeling ps .
Three data exercises are designed and conducted here to study the important subprocesses
involved in building a data-centered learning system for localization: (i) neighbor inclusion how large a spatial neighborhood of voxels should be considered in formulating the statistical
model for the response at the focal voxel; (ii) feature extraction - what salient features should be
considered in building simplified geometrical constructs among the neighborhood voxels; and
(iii) regressors - what learning algorithm should be used for connecting the microstructure and
the desired local response.

80

Level 1 neighbors

Level 2 neighbors

Level 3 neighbors

Level 4 neighbors

Figure 5.2. Illustration of the neighbor positions at 1–4 levels.

5.3.1.1. Design of Excercise 1. In this first exercise, namely, Ex 1, we focus on identifying the
amount of information needed in forming an accurate representation of a focal voxel, with its
local neighborhood. By only using the structure information given by ms,l,t , we explore how
much of a l is necessary in order to represent adequately the neighborhood of ms,0,0 for the
elastic localization linkages of interest. As we increase l, the number of input variables used in
the modeling ps will also increase.
Six variations are designed, varying the number of inputs by adjusting the extent to which
level neighbors are to be included. Only input features are varied, and the prediction target (ps )
and regression scheme are fixed. A M5 model tree, which is a type of decision tree with linear
regression functions at the leaves, is used as the regression model for the data experiments in
this case study. The M5 model tree is based on the M5 scheme described by Quinlan [91] and
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implemented by Wang and Witten [118]. This set of experiments is aimed at answering the
question: Will using more information about the neighbors’ help improve the prediction model
for the elastic response at the focal voxel?
5.3.1.2. Design of Excercise 2. In this exercise, we explore the design and identification of
features that provide a more complete representation of microstructure. The full list of potential
features designed is shown in Table 5.1, and is further explained below. The purpose of these
constructed features is to account for not only the individual values of ms,l,t in the neighborhood of the focal voxel, but also certain aggregated neighborhood features that might be more
efficient in capturing the desired linkages. Examples of such constructed features may include
the distribution of m1s and m0s at (or up to) each neighbor level l and the symmetry of a local
structure, among several others. The following specific ones (see also Table 5.1) have been
explored in this exercise:
• ms,l,t is what has been used in Ex 1, the microstructure value of voxels in the neighborhood of s. We use up to the 12th level, and the total number of neighbor voxels are
1 + 6 + 12 + 8 + . . . = 179.
• prlh is the volume fraction of phase h in neighborhood level l.
• P rlh is the accumulated volume fraction of phase h up to neighborhood level l.
h
• Inorm
is defined as the aggregated “impact” to a focal voxel of all its neighbors up to

a specified level (in this exercise we include up to the 12th level). For this purpose,
√
we first quantify the impact of each voxel in neighbor level l to be given by 1/ l;
as expected, closer neighbors have higher impact values. For all voxels at l (l > 0),
√
the overall impact is computed as Ilh = Tl · prlh / l. For l = 0, the impact value is
h
assigned as I0h = 2. Inorm
is then calculated as a sum of impacts from all levels (up to
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h
12), Inorm
=

P12

h
i=0 Ii .

0
1
It is easy to see the sum of Inorm
and Inorm
is always a constant
√
√
√
value (= 2.0 + T1 / 1 + T2 / 2 + T3 / 3 + . . . ) where T1 = 6, T2 = 12, T3 = 8, . . ..

• S3 and S9 stand for two symmetry descriptors looking at a 3-D local microstructure,
including up to 12 neighbor levels, centered at the focal voxel. Symmetry is defined as
the degree of similarity between the two halves of the 3D structure when bisected by
a specified plane. S3 considers three dividing planes passing through the center focal
voxel, and S9 uses nine, adding six diagonal ones. Planes are illustrated in Figure 5.3,
where the focal voxel is placed at the center of the structure. Note that the MVE
structure in the figure is only for illustration. In actual calculation, planes cut through
a irregular but symmetrical structure where a focal voxel is in the center and all of
its neighbors up to the 12th level (in total 178 neighbor voxels) scatter around it. For
every dividing plane we assess how similar the resulting two half-structures are to each
other, by computing a voxel-to-voxel exclusive nor (XNOR, giving 1 when two voxels
are the same) of the two half-structures, and then taking a distance-normalized sum. In
this way, nonconformity farther away from the focal voxel has a smaller effect.

(a)

(b)

(c)

(d)

Figure 5.3. Planes used to define symmetry measures S3 and S9 . The three red
planes in (a) are used to obtain S3 , whereas for S9 all nine planes in (a), (b), (c)
and (d) are used.
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Table 5.1. Definition of the set of features constructed in Ex 2, with regards to
the representation of a focal voxel at s
Symbol Meaning
ms,l,t
Microstructure value of voxels at a neighbor level l, with
index t, of a focal voxel at s
l = 1, . . . , 12
prlh
Fraction of voxels with microstructure phase h at neighbor level l
P rlh
Fraction of voxels with microstructure phase h up to
neighbor level l
h
Inorm
The normalized impact of all 12 levels of neighbors of
phase h
√
P
h
h
T
·
pr
/
Inorm
= 12
l + T0 · pr0h /0.5
l
l
i=1
S3
3-plane symmetry index
S9
9-plane symmetry index

Count Scope
179
binary, {0, 1}

24

real, [0,1]

24

real, [0,1]

2

real

1
1

real
real

The entire set containing 231 feature variables are examined systematically for their effect
on feature reduction. This is important because Ex 1 (see Figure 5.5) demonstrated that including more features than needed can actually deteriorate the performance of the predictive
model.
To produce a ranking of feature importance, we applied a filter method that employs Pearson’s correlation as a heuristic measure of feature quality. When a feature is continuous (all
features except mhl ) the standard Pearson’s correlation is applied:
(5.2)

rXY

P
(x − µx )(y − µy )
=
,
kσX σY

where X is the feature variable to be evaluated and Y is the target variable (i.e., the elastic strain
at the focal voxel). In the above equation, k is the variable length, µ denotes the mean, and σ
is the standard deviation. In the case of evaluating discrete features such as ms,l,t , the modified
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form, weighted Pearson’s correlation, is used:

(5.3)

0
rXY
= P (X = 0)rX0 Y + P (X = 1)rX1 Y ,

where P (X = h) is the prior probability that the microstructure X takes value h, and Xh is a
binary attribute that takes the value 1 when X = h and 0 otherwise.
We consider the correlation between a feature X and the prediction target Y an indication of
the relevance of X in building a predictive system for Y . By obtaining correlation coefficients
for each X, a ranking is produced, seen in Table 5.2, where from top down, features with the
best relevance quality are listed (top 30 are shown). Ex 2, comprised of Ex 2a, Ex 2b, Ex 2c,
and Ex 2d, takes various numbers of top ranked features in constructing prediction models.
Table 5.2. Features ranked by the correlation with the response. Top 30 are shown.
Rank
Feature
1
ms,0,0
2–7
ms,1,2 , ms,1,3 , ms,1,1 , ms,1,0 , ms,1,4 , ms,1,5
8 – 13
ms,2,2 , ms,2,3 , ms,2,0 , ms,2,1 , ms,4,4 , ms,2,4
14 – 16
pr11 , ms,2,4 , pr10
0
17
Inorm
18
P r11
19 – 20
S9 , S3
21 – 23
ms,2,8 , ms,2,5 , ms,3,3
24
P r10
25 – 30 ms,2,6 , ms,5,6 , ms,5,10 , ms,2,9 , ms,8,28 , ms,5,11
5.3.1.3. Design of Exercise 3. In the third exercise, we intend to investigate the effect of estimator models, or learning algorithms in building a microstructure-response prediction system.
Data experiments with various classical algorithms are designed. In addition to the M5 model
tree, two more regressors are explored, identified as Ex 3a and Ex 3b and described below. The
top 57 and 93 feature sets from Ex 2b and Ex 2c are used, as they provided the best models
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thus far. These two features sets are identified by appending -1 and -2, respectively, to the case
studies. For example, Ex 3a-1 will utilize 57 feature inputs while Ex 3a-2 will utilize 93 feature
inputs.
• Ex 3a As an extension to M5 regression tree, a random forest (RF) [18] regressor
that forms an ensemble of many tree estimators is explored. The concept of ensemble
learning, or, using a number of estimators and aggregating their results, is expected to
give a better generalization towards unseen data. The number of member estimators in
RF is set to be 50.
• Ex 3b As a classic kernel based learning model, support vector machine [116] finds
an optimized hyperplane in feature space to separate classes. To deal with continuousclass outputs, Support Vector Regression (SVR) [103] is used.

5.3.2. Design of Multi-Contextual Methods
The large data samples and variation in volume fractions prompted us to consider a divide-andconquer method in constructing multiple learners, each making prediction on a specific data
class. We divide the data and have each learner study from its own collection. The division can
be either predefined (e.g. by a volume fraction range) or automatically extracted. In the latter
case, another learning agent specialized in the separation of data is needed. The idea is to have
cubes with structural similarity grouped and handled by the same predictor. The intention is to
break down the large scale prediction problem, where heterogenous structure types may exist,
into multiple subproblems, each having a somewhat homologous template structure, making
the subtask of learning and modeling more straightforward. In the end, the multiple sub-models
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learned are electively and collaboratively applied to unseen structures, and one or more submodels can be ignited to take over the prediction of responses.
The idea is outlined in Figure 5.4. It is a multi-agent strategy that have two layers of feature extraction: the macro-layer, and the micro-layer. The so-called macro-layer features are
generated to group similar cubes together and thus divide the original set into several subsets
with high inter-similarity and low intra-similarity. That is, cubes within the same subset group
possess higher resemblance with each other, in terms of their structure representation only, than
those from different groups. Micro-layer features, on the other hand, specialize in the learning
of voxel level characteristics.
Three data experiments are conducted each demonstrated a different division strategy:
• Ex 4a Use the volume fraction to divide data classes.
• Ex 4b Use designed macroscale microstructure descriptors to divide data classes.
• Ex 4c Use the characteristic shape of correlation functions to divide data classes.

Data-driven predictive modeling

Input:
microstructure

Macro features
Macro-‐
Feature	
  
Extrac.on	
  

Clustering	
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Regression	
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…

Figure 5.4. The proposed data-driven modeling flowchart.

Output:
response
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5.4. Results
5.4.1. Data Exercise 1: neighbor inclusion

The first exercise studies the feature space constructed by neighbor voxels only. Since our goal
at this point is to explore potential features for building the prediction model subsequently, it
is not essential to use the entire dataset. In order to save computational cost, the six models
(described earlier) are built and tested on a small subset that contained 50 MVEs with volume
fractions of 48–53%, which are regarded as the most difficult MVEs, because the response
field exhibits the highest level of heterogeneity. Among the 50 MVEs selected, a 10-fold cross
validation is conducted where in each fold, 45 MVEs are used for training the model, and the
remaining 5 MVEs are used for testing.
The results are summarized in Figure 5.5, showing six variations in the inclusion of neighbor
voxels ms,l,t in building a relationship between ms (or ms,0,0 ) and ps . l varies from 0 up to 3,
5, 6, 8, 9 and 10, from left to right in Figure 5.5. This corresponds to a number of inputs of 27,
57, 81, 93, 123 and 147, respectively.
Results indicate that using more neighbors does not necessarily continue to enhance the
accuracy. The model with an inclusion of neighbor level l up to 8 gives the best (least) test
error. The speed of the learning of model trees is influenced linearly by feature dimensions.
Figure 5.5 also indicates that most of the experiments have a very high test error of over
50%. The shortcoming of this series of modeling lies in the inadequacy of microstructure representation coming solely from individual components of the ms,l,t . In Ex 2, we aim to identify
a set of engineered microstructure features in addition to ms,l,t to represent more effectively the
salient neighborhood features of the focal voxel.
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Performance on most difficult 50 MVEs
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Figure 5.5. Results of Ex 1. Comparison of training time (line), training and
test error (bars) with different numbers of microstructure inputs. Six variations
are tested. Results shown are only for the 50 MVEs with volume fraction 48%
to 53% (these produce the highest errors). Most systems turn out to have a test
error ē of over 50%, which indicates the insufficiency of representation.

5.4.2. Data Exercise 2: feature extraction
With the set (see Table 5.1) containing 231 feature variables devised, a series of exercises (labelled Ex 2) are conducted using different combinations of the feature variables based on a rank
generated by correlation measures, while keeping the regression model the same. With regards
to the rank of importance (partially shown in Table 5.2), we take various numbers of top features
with the best relevance quality in constructing prediction models, and thus designed Ex 2a, Ex
2b, Ex 2c, and Ex 2d. Top 27, 57, 93 features are selected to match the number of inputs used
in Ex 1, and the last exercise uses all 231 features in the set.
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To allow comparisons with Ex 1 (see Figure 5.5), we take the same 50 MVEs to perform
a 10-fold cross validation; the results obtained are shown in Figure 5.6. Clearly, the models
produced in Ex 2 are significantly better than those obtained in Ex 1.
Next, training is done on the entire training set of 1,500 MVEs and tested on all 1000 test
MVEs. Figure 5.7 shows the individual MASE for each of the 1,000 MVEs from the test
set, separated by the volume fraction. As expected, the model accuracy is highest at the low
fractions (of either phases). Conversely, the highest error occurs in the volume fractions around
50%, as the elastic strain fields in these composites are the most heterogeneous. Among the
four sets of experiments, Ex 2b outperforms the rest both in terms of the average error rate, and
a reasonable training time.
A more direct comparison of the model results and the FE results are presented in Figure 5.8.
Only the model predictions from Ex 1d (this is the best of Ex 1) and Ex 2b (this is the best of Ex
2) are shown in this figure. In the top row of the figure are the elastic strain distributions in the
middle slice of the MVE, and in the bottom are histogram plots of strain values predicted for
the entire MVE. Two phases are separated in generating the distribution of the predicted strain
values, each compared with FE distributions. 100 bins are used, each of a width around 1e − 05.
The example shown in this figure corresponded to a volume fraction of 50.22% (this is one
of the cases with the highest error). The improvements in the accuracy of Ex 2b over Ex 1d is
clearly evident. In particular, it should be noted that Ex 2b is doing a very reasonable job in
predicting the locations and distributions of the hot spots (voxels with the highest local elastic
strain).
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Figure 5.6. Results of Ex 2. Comparison of training time (line), training and test
error (bars) with different numbers of top feature inclusions. The four systems
from left to right correspond to Ex 2a, 2b, 2c and 2d. Results shown are for 50
MVEs with volume fraction 48% to 53%. Judging from the test MASE ē, the
second system with 57 features outperforms the rest.

5.4.3. Data Exercise 3: regressors
The effect of different regression models, each exploring two feature sets, is demonstrated in
Figure 5.9, comparing with two corresponding models (that have used 57 and 93 features) from
Ex 2. Only test performances are shown in this comparison, and the MASE is the average
among the entire 1,000 test MVEs. The ensemble model RF gives the best test performance in
both feature sets. It is once again observed that including too many features only deteriorates
the accuracy. Although as many as 50 regression trees are built in RF, due to the subsampling
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Ex 2d: 231 features, ē =22.88%
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Figure 5.7. Influence of volume fraction on the error for Ex 2. Individual MASE
for each of the 1,000 MVEs in test set given by the four systems in Ex 2 are
shown.

of data space, the increase in training time compared to a single tree in the case of M5 is only
moderate.
A more detailed comparison of the individual MASE for each of the 1,000 MVEs, with
respect to volume fractions, is shown in Figure 5.10. And Figure 5.11 compares the predicted
strain fields with FE results for the same MVE and slice as in Figure 5.8. Only the two best
models, Ex 3a-1 and Ex 3b-1 that both use 57 features are selected to show. Once again, it is
observed that the accuracy of the models in predicting the spatial locations and distributions of
the hot spots has improved significantly in these new models compared to the earlier ones.
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Ex 1d

Ex 1d

Ex 2b

Ex 2b

Figure 5.8. Comparison of strain field predictions. A comparison of FE and
statistical model predictions of the strain fields, p̂, in an example MVE with the
volume fraction of 50%. The models are those developed in Ex 1d and Ex 2b.
Strain fields on a center slice are compared at the top. Histogram plots of strain
distributions are presented at the bottom. 100 bins are used to generate each
distribution curve for each phase.
5.4.4. Data Exercise 4: multi-contextual
The average prediction errors are shown in Table 5.3. The prediction output of a selected slice
is illustrated in Figure 5.12. An around 8% test MASE is seen on all three methods, which
indicates a fairly accurate prediction of the strain fields.
Table 5.3. Exercise 4 Result: different dividing strategies
Experiment
Ex 4a
Ex 4b
Ex 4c

Divide based on

Training
Testing
MASE (%) MASE (%)
VF
6.21
8.88
descriptors
5.70
8.44
correlation function
5.33
8.04

93

Performance on all 1000 MVEs
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Systems with 93 features
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Different learning algorithms
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RF

15

M5

Test MASE (%)
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Figure 5.9. Results of Ex 3. Comparison of training time (line) and test error
(bars) with different regressors making use of two variations of microstructure
representations. The six systems from the very left bar to the very right correspond to Ex 2b, 2c, 3a-1, 3a-2, 3b-1, and 3b-2, while the training time depicted is
an average of each adjacent pair under the same regressor. The reason for using
the average is that the difference of feature sizes under the same model type is
relatively trivial.
5.5. Conclusion
In this chapter we explored multiple data mining experiments and strategies for establishing
statistical models for capturing elastic localization relationships in high contrast composites.
More specifically, our focus was on a composite with a contrast of 10. The efficacy of different
approaches for feature selection and regression were studied systematically. We demonstrated
that a set comprising of basic feature descriptors combined with engineered (constructed) features is able to boost the prediction performance. Moreover, a reduced set of descriptors generated by feature ranking methods offers even better results. In terms of regression techniques,
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Figure 5.10. Influence of volume fraction on the error for Ex 3. Individual
MASE for each of the 1,000 MVEs in test set given by the four systems in Ex 3
are shown.
ensemble methods such as random forests show superiority when both accuracy and time consumption are taken into account.
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Figure 5.11. Comparison of strain field predictions. A comparison of FE and
statistical model predictions of the strain fields, p̂, in an example MVE with the
volume fraction of 50%. The models are those developed in Ex 3a-1 and Ex
3b-1. Strain fields on a center slice are compared at the top. Histogram plots
of strain distributions are presented at the bottom. 100 bins are used to generate
each distribution curve for each phase.
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Figure 5.12. Prediction output of a sample slice from Exp 4a to Exp 4c, compared with FEM.
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CHAPTER 6

Deep Learning in the Modeling of Materials Representations
6.1. Introduction
A primary goal in materials science concerns the discovery of new, alternative materials,
from the prior knowledge of existing ones - be they metals, alloys, composites, ceramics or
polymers. Traditional materials design and discovery relies on extensive trial-and-error experiments, computations and simulations. It is known to be a slow and arduous task: the outcome
of finding an appropriate new material type largely depending on chance. Recently, growing
interests in accelerating the process using informatics and data science technologies have been
spurred by a number of government initiatives and reports [119, 5, 55]. There is a remarkable momentum for applying advanced machine learning methods to classical mining, search,
modeling and prediction problems in the domain of materials science.
It is also the prime time for deep learning, the class of methods that are capable of learning
hierarchy of features from raw inputs. Their flexibility of structure and huge number of parameters make them powerful for capturing highly nonlinear mappings between inputs and outputs.
Their capability of utilizing large data has demonstrated great success with various data types
like image [62, 102], speech [48], video [59], text [127] and more.
A large portion of materials data are images, or image-like 2D or 3D spatially arranged
representations from simulations. Some data are numerical attributes or descriptors; some bear
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spatial and/or temporal information. They can come from both physical experiments and computational simulations and can be of large volume. Progresses made in first principles calculations [44, 28] such as Density functional theory (DFT), as a theoretical and computational
technique for materials property calculation have offered opportunities for large scale data collection. Several public databases containing computed materials properties are hence built. Examples are the Materials Project [51]1, and Open Quantum Materials Database (OQMD) [60]2.
The latter stores over 285,780 compounds.
Even with advances in both materials data and deep learning, there are limitations to the
extent to which properties can be well modeled and predicted. For one thing, learning from scientific images are very different from the recognition task conducted on natural images. While
we are aiming at beating human performance on tasks like object recognition from natural
images, the bar is even higher on scientific images like X-Ray and microscopy, as only professionals can probably untangle the visual complexity and reveal the underlying meaning of
them. Even so, from the data science point of view, we are still interested in developing general
purpose learning models without much guidance from the domain experts. This is in tune with
the theme of Artificial General Intelligence [42].
In this chapter, we choose variants of deep learning systems to demonstrate the generalization capability of data science towards the application field of materials discovery. In the first
application, grey scale microscopy images are to be associated with crystalline orientations.
We propose to use deep Convolutional Neural Networks (CNNs) with a particularly designed
loss function to handle the angular periodicity in the target variable. In the second application,
we draw insights about how chemical compounds are formed from the ratio of each element’s
1
2

https://www.materialsproject.org
http://www.oqmd.org
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composition, and build linkages to the compound’s stability property with deep fully-connected
Multi-Layer Perceptrons (MLPs). In addition, a data-driven initialization method is incorporated to enhance the learning capability.
Throughout both application works, the emphasis is consistent. We want to demonstrate in
this chapter: (1) the use of large sizes of data with various data types (image and numerical,
condense and sparse), (2) the automatic end-to-end modeling with raw features (e.g. pixels
of image, atomic fractions of compounds), and (3) flexible architectures with problem-specific
design improvements (in loss functions, initializations, etc.)
The rest of the chapter is organized as follows. In Section 6.2, we review the related work on
the use of neural networks in many materials problems. Two applications, electron backscatter
diffraction (EBSD) pattern indexing and compound chemical property prediction are presented
respectively in Section 6.3 and Section 6.4. In each section, the background, domain specific
related work, problem description, proposed solution, data and experiment results are discussed.
Further implementation details and discussions of deep net training are provided in Section 6.5.
We finally conclude the chapter and discuss future work in Section 6.6.

6.2. Related Work
Deep learning has undergone a fast development. Almost everyday a new variant to the
learning model is invented and a new application field becomes interested. An example is the
recent work for drug discovery making sue of a multitask deep learning framework [92].
Similarly, the problem of materials discovery is about predicting the composition and processing of materials with a desired targeted property. Neural networks as a tool have been used
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in materials science applications such as spectroscopy classification and structural identification [105], characterizing constitutive relationship for alloys [107], the evaluation of descriptors [17], etc. However, neither the size of data or complexity of networks in these works have
gone large enough. Montavon et al. [81] have used about 7000 compounds to train a 4 layer
MLP to predict molecular electronic properties. In [27], Support Vector Machines (SVMs) are
built to predict which atoms in a liquid are most mobile, a key question in understanding the
structure of liquids. The data size was up to 10,000 particles. To this date, the actual combination of deep learning and materials discovery has been scarce.
Developments in deep CNNs used on scientific images have been growing. In the work of
brain image segmentation [25], CNNs are used on electron microscopy image as a pixel classifier, outputting for each pixel, the probability of it being a membrane. The whole set contains 30
images with a 512 × 512 resolution. Since each pixel is a data sample, this amounts to about 7.8
million samples. With balanced sampling the training set uses 3 million. A number of 10-layer
CNNs are trained and the final system is an ensemble of them. Ranzato et al. [93] studied the
recognition of biological particles from microscopy images. The dataset contains 27 classes
each with 500 images, each with a dimension of 52 × 52 pixels. Both aforementioned works
have CNN used in classification tasks: the task of brain image segmentation is intrinsically a binary classification, and the biological particle images are classified into 27 classes. However in
our setting, the two applications we discuss both involve making regression inferences, posing
more challenges to the deep network.
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6.3. EBSD Pattern Indexing
The first problem involves the study of a ubiquitous materials type: polycrystals. Common
examples including commercial metals, alloys and ceramic, polycrystals are solids composed
of small crystallites forming an aggregate that appears homogeneous at the macroscopic scale
(millimeter length scale). However, at the microscale (millimeter to a nanometer scale, observed
using microscopy techniques), a polycrystal exhibits various structural characteristics, including
grain orientations, local textures, phase distributions, etc. The study of those microstructures is
essential to understand properties of a polycrystal.
Electron backscatter diffraction (EBSD) is a standard technique detecting certain microstrcture characteristics on the surfaces of polycrystals. An EBSD experiment is set up as depicted in
Fig. 6.1(a). A carefully calculated volume of high-energy, high-speed electrons are discharged
from a stationary beam towards a specimen. Due to the backscattering nature, the electrons
would be reflected by the surface (more specifically, at a range of different depths below the
surface) of a crystalline material and travel towards a phosphor screen detector. A diffracting
scattering pattern is then captured from the screen. It is often exhibited as a collection of parallel
and intersecting bright bands. Figure. 6.2 displays several examples of such pattern.
If we change the tilting or rotation of specimen and hence the orientation of the crystal
lattice, the arrangement patterns would also change. In another word, each EBSD image is
produced by a particular crystal orientation, commonly described by three Euler angles. The
angles are denoted as (ϕ1 , Φ, ϕ2 ). Their definition is illustrated in Figure 6.1(b). They together
represent how the specimen is tilted with respect to the three dimensional axes.
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Figure 6.1. (a) Simplified schematic of EBSD generation: a beam of electrons
gets reflected by the diffraction plane in the specimen, and captured on a screen.
(b) Definition of Euler angles (ϕ1 , Φ, ϕ2 ). Specimen is tilted so that the original
axes (X, Y, Z) become (X 0 , Y 0 , Z 0 ).
The inverse problem that determines the orientation angles from examining an image, is
called automatic EBSD indexing. Such an indexing is key to perform quantitative microstructure analysis for polycrystalline materials.
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(214.45, 58.86, 124.45)

(214.94, 59.17, 124.94)

(222.43, 44.23, 182.46)

(197.23, 50.39, 127.96)

Figure 6.2. Examples of four EBSD patterns, each denoted with its corresponding Euler angles (ϕ1 , Φ, ϕ2 ), used as regression target in deep net training. The
upper left and upper right patterns are very similar, and also have a small difference in target angles.

Traditional approaches to EBSD indexing are largely related to the idea of pattern matching.
It requires first precomputing a database of (crystal orientation, EBSD pattern image) pairs,
which stores the idealized patterns generated by distinct orientations, produced by a fine-grained
sampling within the orientation space. Whenever an experimental pattern is observed, it is
compared to each pattern in the database and the orientation of its 1-Nearest Neighbor (1-NN)
is returned. The comparison between two patterns can be made either directly, that is, pixelby-pixel, or after certain image processing transformations, for example, Hough transform,
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butterfly convolution, Gaussian filtering, binning, peak detection, etc. [112]. The preprocessing
of EBSD images may be complicated but traditional indexing is just based on the idea of nearest
neighbor lookup, or instance-based learning.
A well-known drawback of such instance-based learning is its high computational cost at
the prediction time, as a distance is to be computed between the test sample and every training
sample. Besides, inductive bias is easily introduced by assuming that images nearby to each
other in a certain space are expressions of similar crystalline orientations, without proper regards
to the uncertainty present in the data, such as the quality of image, visibility of bands, lighting
conditions, and so on.
Moreover, in light of a lightweight, straightforward learning algorithm as the 1-NN, the key
to success relies largely on the extraction of features that describe the unique geometry of each
EBSD pattern. Much effort is seen invested in devising templates [95] and other key descriptors
for use in the matching of patterns. They often tend to examine the number, positions and
widths of certain bands in the pattern, and create attributes that relate to known physics of
electron scattering phenomena in the image formation process [100].
In this work, we attempt to make use of advanced learning methods, in the realm of deep
learning, to address the problem of EBSD image indexing in an end-to-end fashion. We are
interested in building learning models that do not require domain-specific knowledge or much
image processing steps. That said, we feed raw pixel values as the input to a deep CNN architecture and design a special loss function to attend to the peculiar characteristic of orientation
angles.
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6.3.1. Proposed Deep Learning Solution
Our goal is to construct a deep CNN as a prediction model that takes EBSD images as input,
and performs multi-layer regression so that the output is three real numbered angles.
Multiple convolutional layers are used to take into consideration the spatial dependencies
among image pixels. The problem setup is a lot similar to MNIST digit classification [67].
The MNIST handwritten digits classification has been used as a benchmark for CNN development [26, 94]. The database contains 70,000 28 × 28 pixel images divided into training and test
sets. The similarity of our problem with MNIST is that it also processes grey scale images with
one channel of input, whose pixel values are between 0 (black) and 255 (white), and associates
each image with a one-valued target. However there are a number of aspects that make this
problem distinctive, and more difficult:
(1) The image size is much larger than MNIST, at 60 × 60.
(2) The pattern of digits in MNIST can be regarded as a roughly bilevel representation
- white being the digits, black the background. Although there are grey scaled values in between, they can be easily binarized without much loss of information. This
makes the learning relatively easier. However, the characteristic feature of a backscatter pattern is the regular arrangement of parallel bright bands on a steep continuous
background, leading to a much larger variation of inputs.
(3) The target is a real number (actually, three real numbers, but we choose to model them
one at a time), making it a regression problem.
(4) The target variable is an angle; the periodicity of angular data has to be addressed.
6.3.1.1. Loss function. We separately model each Euler angle, resulting in three tasks. For
each task, we use the same training and testing inputs but different target outputs. A special
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loss function is designed to account for the periodicity of angular data (the fact that 0◦ is close
to 359◦ ) when measuring the difference between predicted outputs and the ground truth. The
definition is as follows.
n
Suppose a training set of m samples is given as {Xi , yij }m
i=1 , where Xi ∈ R denotes the

i-th training sample, and yij denotes the i-th output, j = 1, 2, 3. For i = 1, 3 the output y j is and
orientation angle between 0◦ to 360◦ . For i = 2, y j is bounded by a smaller range between 0◦
to 60◦ .
For each training sample i, to quantitatively measure the difference between the predicted
angle ŷi and ground truth yi , while taking care of the periodicity of angular expressions, the loss
function is designed in the following form. The j index in y is omitted as we use the same form
across all three tasks.

(6.1)

Li (yi , ŷi ) = arccos(cos(kyi − ŷi k))

Such a loss function converts any angular difference between [−360◦ , 360◦ ] to [0◦ , 180◦ ], or
[0, π] in radians. In CNN training, this customized loss function is used instead of the crossentropy in classification.
6.3.1.2. Architecture. Convolutional layer. A convolutional layer is parametrized by the
number of channels, kernel size, stride factor, border mode, and the connection table. Each
layer has M channels of equal size (Mx , My ). A kernel of size (Kx , Ky ) is shifted over the effective region of the input image. The effective region is determined by the border mode factor:
at “full” mode, at least one pixel row or column of the kernel has to be inside the image, and
while outside the image is padded with 0s; at “valid” mode, the kernel has to be completely
inside the image. The stride factors Sx and Sy define how many pixels the kernel skips in x- and
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y-direction between subsequent convolutions. This factor is normally 1 unless noted otherwise.
The size of the output channel at layer l, indicated at the superscript, is then determined as:
full:
(6.2)

M∗l

M∗l−1 + K∗l
=
−1
S∗l

valid: M∗l =

M∗l−1 − K∗l
+1
S∗l

The subscript ∗ can be either x or y. Kernels of a given channel share their weights.
Max-pooling layer. Max-pooling has shown to lead to faster convergence, a selection of superior invariant features, better generalization, and enable position invariance [99]. The output
of the max-pooling layer is given by the maximum activation over non-overlapping rectangular
regions of size (Px , Py ), so that the image is down sampled by a factor of Px and Py along each
direction.
Regression layer. It is common to use multiple fully-connected (FC) layers after several
rounds of convolution. The resulting structure of the last convolutional layer is flattened before
connecting to the following FC layer. For a regression network, the last layer is always fully
connected, with one output unit for the regression target.

6.3.2. Experiment Results
6.3.2.1. Data and network configuration. The data are generated by a forward model that
simulate the physical EBSD experiment, as described in [20], from Carnegie Mellon University.
It is roughly the same data used in [23] in which it is called the “dictionary”. Each image
contains 60 × 60 pixels, and the total number of images in the dictionary is 333,227. A random
300,000 samples are used for training, and 30,000 for testing. The three target orientation angles
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are in a range of [0,360), [0,60], and [0,360). To the best of our knowledge, the work conducted
here is the first deep learning solution towards EBSD indexing using a dataset this large.
We designed a CNN that is 7 layers deep, with 4 convolutional layers and 3 fully connected
layers (including the last output layer). Table 6.1 lists the detailed configurations for each layer.
In the “Type” column, Conv stands for convolutional layer and FC for fully-connected layer.
Two Conv layers with the same number of channels are placed together, one with “full” mode
and the other with “valid”, so that after the pair of layers the image size remains unchanged.
Then a pooling is added and the size is halved.
We also insert 4 Dropout [50] modules at the following places to regularize: (1) between
layer 2 and layer 3, with a dropout probability of 0.25; (2) between layer 4 and layer 5, probability 0.25; (2) between layer 5 and layer 6, probability 0.5; (2) between layer 6 and layer 7,
probability 0.5.
In convolutional layers, kernels all convolute with a stride 1. Pooling layers are all maxpooling and are non-overlapping. The weights are initialized using a Gaussian distribution,
with 0 mean and standard deviation depending on the number of inputs and outputs of its layer,
a concept from [40]. In particular, in a layer where its number of inputs is fin and number of
q
2
outputs fout , the standard deviation of the Gaussian is: fin +f
.
out
All layers use ReLu [86] as the activation function, except the output layer uses linear,
for regression purposes. The optimization algorithm used for CNN training is the stochastic
gradient descent (SGD), with a minibatch of size 30, using momentum [111] of 0.9 and initial
step size 0.001 which is halved every 30 epochs for about 10 times.
6.3.2.2. Prediction results. The best network trained for the first angle has a normalized error
rate of 0.007 on test data, after 300 epochs. That is a Mean Absolute Error (MAE) of 2.5◦ when
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Table 6.1. Details of each layer in our CNN for EBSD indexing.
Layer Type Channel Feature Kernel Pooling
0
Input
1
60 × 60 N/A
N/A
1
Conv
32
68 × 68 9 × 9
N/A
2
Conv
32
60 × 60 9 × 9
2×2
3
Conv
64
30 × 30 9 × 9
N/A
4
Conv
64
30 × 30 9 × 9
2×2
5
FC
N/A
512
1×1
N/A
6
FC
N/A
256
1×1
N/A
7
Output
N/A
1
1×1
N/A

predicting an angle between 0 and 360◦ . For the second angle the difference is 1.8◦ , and for the
third 4.8◦ . The three curves of test error movement over training epochs is shown in Fig. 6.3.
The result can be compared with the state-of-the-art benchmark of a 1-NN method presented
in [23]. We replicate the method using the same split of training and test as used in deep net
training, and obtained MAEs of 5.7◦ , 5.7◦ , and 7.7◦ , respectively for each angle. On an average
we are 54% better than the benchmark method.
6.3.2.3. Weight and activation visualization. In addition to their superior classification and
regression performance, the interpretability of deep networks are becoming an appealing feature. Visualizing first-layer weights of a trained network has been a widely adopted practice to
understand what has been learned by the network. Figure 6.4 shows the filters learned by the
first Conv layer, which is directly looking at raw pixels.
The cleanness of features learned by the first Conv layer is an important indication of how
well the network is trained. We can see all 32 filters in Fig. 6.4 are able to portray a clean
feature. White represents a higher valued weight and black a lower valued. But the key is the
distinction and whether they together render a smooth and recognizable pattern. Fore example
the first filter is clearly trying to capture a diagonal beam from upper left to lower right. The
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Prediction of First Angle

Benchmark: 5.7o
Our method: 2.5o

Prediction of Second Angle
Benchmark: 5.7o
Our method: 1.8o

Prediction of Third Angle

Benchmark: 7.7o
Our method: 4.8o

Figure 6.3. EBSD application: test MAE (unit: degrees) over training epochs,
for each of the orientation angles in prediction.

second filter is capturing a similar beam but of a opposite direction and a lower placement in
the filter.
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Figure 6.4. Filters learned by the first Conv layer in our CNN from EBSD images. A total of 32 square filters are shown due to the 32 channel size in Layer
1. We can see that different filters are capturing different features of the image.
For example, in the first row, filter 1-3 are all displaying an edge with different
angles and at different positions; filter 6 displays a centered knot.

Another commonly practiced visualization technique is plotting and viewing activations of
the network during the forward pass for some given images. Figure 6.5 displays 16 original
images with their first Conv layer activations. We can see how the first layer acts like a filter,
removing most noisy information and extracting some part of the beams in image. Once beams
are detected, later layers can use the information to figure out the calculation of orientation
angles. Deeper layer activations can be visualized as well. Generally a deeper layer would
produce a sparser activation pattern.
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Figure 6.5. 16 EBSD images (left) with their activations (right) after the first
Conv layer of our trained CNN. Every box shows an activation map corresponding to some filter. Notice that the activations are sparse (most values are zero, in
this visualization shown in black) and mostly local.
6.4. Chemical Compound Prediction
The second materials application deals with the prediction of chemical properties from the
compound compositions. It is an application strongly related to materials discovery, as it helps
explore the chemical compositional space to find compounds that are stable and thus possible
to form.
It is known, from the basic theory of matter, that atoms of different elements combine in
small, generally whole-number ratios to form compounds. For example, hydrogen and oxygen
atoms combine in a ratio of 2:1 to form the compound water, H2 O. Carbon and oxygen atoms
combine in a ratio of 1:2 to form the compound carbon dioxide, CO2 . Iron and oxygen atoms
combine in a ratio of 2:3 to form the familiar substance rust, Fe2 O3 . The set of element types
and its corresponding ratio is the simplest, most straightforward form of representation of a
compound’s composition.
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In the machine learning setup, each distinct compound is a data entry. Suppose the only
available information about a given compound is its composition, i.e. the set of ions and the
associated ratios in which they appear. The objective is to determine chemical properties of it,
after studying a set of known composition-property pairs. The property to be predicted here is
the formation energy of a material. It is the energy released when forming that material from its
constituent elements, and is often the most important design criterion when searching for new
materials. By comparing the formation energy of a material to those of known compounds, it
is possible to determine if a material is likely to be actually made in a lab. Consequently, the
ability to actually and quickly obtain formation energies and, thereby the stability of materials
is crucial for the discovery of new materials.
Many existing work from the materials science domain have studied the relationship between compound composition and chemical property. In [125], a composition similarity function is defined to quantify how similar two compositions are, and in turn how possible they are
to take the same crystal structure prototype. The function basically computes the probability
that two ions will substitute for each other within the same prototype. Meredig et al. [80] developed heuristic and machine learning models on a similar DFT database for the prediction of
formation energy. A total of 129 attributes are used to represent each compound entry. Among
those, 112 are the elemental composition percentage, or atomic ratios, which we will use in
our deep learning model evaluation. The other 17 attributes are heuristic quantities developed
using chemical intuition, such as the average atomic mass, average column and row numbers on
the periodic table, average and maximum difference of atomic numbers, average and maximum
difference of electronegativity, etc. The learning system used is Rotation Forest [97] and the
mean absolute error (MAE) achieved for prediction is 0.12 eV.
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Our proposed work is a lot similar to this work in [80] but does offer some key differences
and improvements:.
(1) The data size is over three times bigger. In [80] around 90,000 compound entires in
ICSD are used to construct an ensemble learning model, while we have accessed the
whole OQMD, a collection of over 275,700 entries.
(2) We further eliminated intuitive based attributes in compound representation as inputs,
and therefore restricted the representation to the most straightforward set - atomic fractions in compound composition.
(3) A deep learning architecture is used as a replacement to Rotation Forest.

6.4.1. Proposed Deep Learning Solution
Our goal is to build a deep learning regression system, which each time takes a fixed-length
vector of atom fraction values (0 when the element does not appear in the compound) and
produces a real-numbered value that stands for the formation energy. A snapshot of the input
and output data is shown in Fig. 6.6(a). The deep neural network architecture is schematically
illustrated in Fig. 6.6(b). We propose to use an MLP architecture, with a number of FC layer,
along with a novel treatment on the weight initialization.
6.4.1.1. Architectures. We train several MLPs with 5 to 9 hidden layers and varying numbers
of hidden units. Mostly the number of hidden units per layer would start with a largest number
and decreases towards the output layer. Since it is a regression problem, there is one output
node, producing the formation energy value roughly between [−20, 5]. The unit is electronvolt
(eV) per atom. For each architecture we train a total epoch of 1000, minibatch of 128, with
SGD as the learning algorithm, and learning rate 0.001 which is halved every 100 epochs. The
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Figure 6.6. (a) Snapshot of data used in the composition based compound energy prediction problem. The input data is for each compound the ratio of its
constituent elements. For a binary compound it is a row of two nonzeros and
others all zero. The nonzeros add up to be 1. (b) A schematic of the proposed
deep neural network architecture.

loss function used is mean absolute error. We also tried mean squared error and the difference
is negligible.
6.4.1.2. Initialization method. In this solution we make an innovative design in the training
method of MLP. The idea comes from observing the input data. It is noticeable from the data
(and valid in theory) that not all combinations of elements are possible, given by the relatively
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small number of compound collection compared to the whole combinatorial space of all elements. Bearing such restrictions, we can guide the learning so that the network starts with a
structure that lies in a more probable parameter space.
Even without domain knowledge of compound formation principles, insights can be drawn
from data that some combinations of elements happen more frequently and some never do. This
inspires us to model the a priori distribution of elements, from the input data in an unsupervised
fashion. The probability of each element is then used as the variance of a Gaussian distribution
with which the initial weights of the first layer is sampled from. For example, if we have
element C present in the dataset at a probability of 0.05, and the first layer has 1024 nodes,
weights between the input node for C and every one of the 1024 first-layer nodes would be
initialized with a Gaussian distribution with 0 mean and standard deviation of 0.05. In this way,
more frequently present elements would have a larger influence factor at the very starting stage
of the training process. This gives the network a more promising area to start the searching of
all parameters. We demonstrate in the following result section that the proposed initialization
method improves the prediction performance by a large margin.

6.4.2. Experiment Results
6.4.2.1. Data and network configuration. The public materials database of OQMD contains
DFT calculations of more than 285,780 compounds as of February 2016. Out of all 118 known
elements in the periodic table as of 2016, OQMD contains compounds composed by 89 of them
(whose psuedopotentials are available for DFT calculations). And the number of compositionally unique compounds is 275,759. In the case of more than one compounds with the same
composition (but with different microstructures), the one with the lowest formation energy is

117

chosen, for that a low formation energy indicates a more chemically stable compound and is of
more interest in this study.
Three rounds of outlier removal is conducted before training. Firstly, all non-compound,
single-element materials are removed, as their formation energy is considered zero. Secondly,
data entires with out-of-bound energy values are discarded, with a rational bounds set to be
[−20, 5]. Lastly, we further remove entries whose energy value is outside of the ±5σ bound, σ
being the standard deviation in the training data.
There remains 256,673 compounds after outlier removal. This set contains 16,354 (6.37%)
binary compounds, 208,859 (81.37%) ternaries, and 31,460 (12.26%) quaternaries and above.
The highest order composition contains 7 elements. The data is randomly split into training and
test with a 9:1 ratio. All results reported in this section are on the test set.
Three MLP architectures are designed, as shown in Table 6.2. The configuration 1024x2512-128-1 means that there are 4 FC layers with 1024, 1024, 512, 128 nodes and an output
layer with 1 node. We insert Dropout modules wherever the number of node changes from the
previous layer to the current layer. That is, for mlp7*, we have a Dropout between layer 2 and
3, between 4 and 5, and between 7 and the output. In this way, the mlp5* networks have 3
Dropout modules, and mlp9* have 4 Dropout modules.
Two types of initialization methods are experimented: random and our proposed probability
based, denoted “prob.” in Table 6.2. The corresponding network is therefore named with the
number of FC layers, and either a “r” or “p” affixed. In random initialization, weights are
initialized with a Gaussian random distribution with zero mean and standard deviation of 0.02.
6.4.2.2. Prediction results. The MAE results shown on the last column in Table 6.2 is the final
error on test data at the end of a training of around 1000 epochs. Figure 6.7 shows the change of
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Table 6.2. Configuration of MLPs designed for compound prediction.
MLP
Configuration
Init.
MAE
mlp5r
1024x2-512-128-1
random 0.115
mlp5p
1024x2-512-128-1
prob. 0.096
mlp7r
1024x2-512x2-128x2-1
random 0.092
mlp7p
1024x2-512x2-128x2-1
prob. 0.072
mlp9r 1024x2-512x2-256x2-128x2-1 random 0.112
mlp9p 1024x2-512x2-256x2-128x2-1 prob. 0.090
Table 6.3. Benchmark results for compound prediction, using 1-NN and RF with
different number of trees.
Benchmark System MAE (eV/atom) Run time (s)
RF-50
0.155
203.78
RF-100
0.154
423.05
RF-150
0.154
797.79
1-NN
1.299
2062.74
test MAE along training epochs, for all 6 networks. If we compare every pair of networks under
the same architecture, it is consistent that the when we initialize the network with probability
based random weights, the result outperforms pure random initialization. A zoomed in view
of the beginning 50 epochs, shown in the bottom figure in Fig. 6.7, indicates clearly that the
network mlp7p is able to search from a much more optimistic area at the very beginning of
training, and could have finished the training much earlier.
The benchmark we chose to compare our result with include 1-NN method, and Random
Forest (RF) regressors. Table 6.3 shows three benchmark systems results. Different number
of member trees in RF from 50 to 150 is used, resulting in systems RF50, 100 and 150. The
run time is based on the scikit-learn 3 implementation. The distance function used in 1-NN is
selected to be cosine. The run time of 1-NN is based on an implementation with Theano, taking
advantage of batch processing with GPU when calculating matrix-matrix multiplications.
3

http://scikit-learn.org/stable/modules/ensemble.html#random-forests
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Figure 6.7. Test MAE (unit: eV/atom) over training epochs in chemical compound application. All 6 networks with 3 different architectures and 2 initialization methods. The probability based method (network with name ending in
“p”) consistently outperforms random method. The influence is clearer at the
beginning of training, shown in the bottom zoomed-in figure.
We can see that RF gives relatively consistent performance despite the number of trees.
Our best MLP outperforms RF by a margin of 54%. Cosine distance based 1-NN is the worst
performing method, indicating that comparing the proximity of the composition ratios across
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every element dimension is not reliable in predicting a compound’s formation stability. We
outperform 1-NN prediction by as much as 94%.

6.5. Implementation and Discussion
All experiments were carried on an NVIDIA DIGITS DevBox with a Core i7-5930K 6 Core
3.5GHz desktop processor, 64GB DDR4 RAM, and 4 TITAN X GPUs with 12GB of memory
per GPU. Although only one GPU is used during each deep net training. The implementation
of both work is done using Theano [11, 16]. The remainder of this section discusses several
observations in the training process for both applications.
Training time. The numbers of data samples in two applications are similar, around 300,000.
However the EBSD problem has a much larger input dimension (3600), given its input data are
images. Also, with the additional operation of convolutions, and the estimation of a much
higher number of parameters, the CNN training time is much longer than the MLP training in
the second application. There are over 8 million free parameters, or weights, in our designed
CNN, while in the largest MLP we have over 2 million. The CNN architecture we proposed are
not considered typically deep in recent applications, when successful designs are seen with 150
layers and more [45]. Still, when we use one TITAN X GPU through Theano implementation,
the training takes about a week for 300 epochs. And the MLP training takes about 2 hours.
Preprocessing. We find that it is always helpful to center the data by subtracting the mean
and dividing it by its standard deviation. Data augmentation, translation, rotation, cropping
and flipping of images before training is considered important practices in a lot of CNN based
image applications. However, we do not find it helpful in our case of EBSD images. First, it is
not merely detecting an object regardless of its location, orientation, etc. The precise placement
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of beams and rotations matter. Secondly, the insertion of noise by augmentation could help
classification performance as it increase the number of samples for each class, it could actually
hurt regression performance given the granularity of labels.
Reasonable dropouts. We find in both applications adding dropouts to some extent were
helpful. We found that as we kept adding dropout layers, starting from no dropout layer to 4 in
CNN and 3 in MLP, the performance steadily increased. However, trying to add more than that
ends up hurting the performance. The reason, we argue, is that in common problems like object
recognition, dropout downsizes the images in order to make the learned classifier invariant with
respect to shift, rotation, and scale of objects. However in our problem, the exact position and
angle is key to differentiate the electron patterns. Hence, shifting and downsizing beyond a
certain extent would confuse the model.
Hyperparameter tuning. For every network structure, we tried a number of different combinations of hyper parameter settings before fixing on one, through a grid search. Hyperparameters include the learning rate, minibatch size, learning rate drop rate (how many epochs to
reduce learning rate to half), among others. For each setting, we train for a couple of iterations
and then observe the dropping rate of validation error. The set with the steepest drop is chosen.

6.6. Conclusion
In this chapter we demonstrated the application work of different deep learning strategies
as a step towards automated and accelerated materials discovery. Two application problems
are presented. One makes use of deep convolutional neural networks for the characterization
of microstructures in electron microscope images. The other uses fully-connected multi-layer
perceptrons for chemical property prediction of compounds, by directly looking at their atomic
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composition ratios. To the best of our knowledge, both studies are the first application of deep
learning strategy towards materials discovery, utilizing a dataset as large as 300,000 and generating a higher prediction accuracy than present state-of-the-art.
As popular as deep learning has become these days, there is no free lunch. A single universal
architecture, parameter set, loss function, training method or initialization cannot work for all
kinds of problems. It can hardly be used as an off-the-shelf classifier. We managed to treat
the application problems from an agnostic point of view, but there is still extensive data-driven
exploration conducted to adapt the learning model to each given problem.
A key challenge in applying deep learning to materials science problems is that the available
labeled training samples are very limited. Simulated and experimental data are the two most
common types of data in materials science. Experimental data refer to the trial-and-error iterations of experimental observations, examples being microscopic images taken directly from a
materials sample. Such data are often very limited in the size and may contain noise of nonstationary variance affecting the data quality. Simulation data, on the other hand, are more
abundant, available, and stable - less prone to human operation errors. Both applications in this
work make use of large scale simulation data, one from a physical forward model simulating
the EBSD pattern generation, and the other from DFT calculations.
As databases containing various type of materials data are growing, being refined and becoming available, the application of machine learning techniques begins to gain large expectation in the business of faster and smarter materials discovery. Similar development has been
successful in biological science, drug discovery and healthcare, and is yet to be seen in the materials domain. Our demonstration in this work could play a role in encouraging the use of large
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datasets, efficient analytics, and advanced computational models for all kinds of applications in
this field.
A more fundamental challenge persists for the next step. We need to distill information
from learned model and extract crucial insights that relate structure to property. Also, building
a robust predictive, quantitative models is not enough. We need to interpret them with domain knowledge and systematically integrate them in the discovery and engineering process of
materials.
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CHAPTER 7

Conclusion and Future Work
7.1. Conclusion
In this thesis, we explored how machine learning and data mining techniques can be used
to solve a wide variety of materials design problems. We present two types of work, one that
resorts to design optimization, and the other that concerns with prediction modeling. In each
type we include two to three case studies. The total of five works form a nice progressive flow
where we witness how data science can help first decide on a finite set of design variables,
and then use the variables to perform optimization design. Once the desired target is obtained,
we can conduct predictive modeling, by use of various learning models from shallow to deep.
Throughout all works, we focus on two types of computer science problems: the representation
(of both data and problem space), and the the learning to extract end-to-end linkages.
The first work (published in [122, 123]) attacks specifically the representation problem. It
studies the selection of design parameters that best describe the morphology of a microstructure
(i.e., the spatial arrangements of local microstructural features, presented in the form of microscopic images), which is thought to have a strong causal linkage towards the end materials
properties.
The second work (publised in [74, 73, 72]) assumes an already decided set of representation
variables and takes a look at the core of optimization. The solution is designed for an alloy
design problem but can really be generalized to all optimization problems. In fact, in published
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works [73] and [72] we verified with plenty of general, synthetic, benchmark optimization
problems. In optimization the complexity is determined by search space. A simplified, reduce
search (what we call a “pruned” search) improves search efficiency from the bottom up.
The third application (published in [75], and a follow-up work in progress) targets a supervised modeling of the localization effect, by predicting linkage between microstructures and
the elastic deformation of 2-phase composites. It is a difficult prediction problem because the
information from input to output is increased. We take a progressive route examining different
feature extraction strategies, learning strategies, and context detection methods (in suggested
future work to be discussed later).
The fourth and fifth applications (work to be published) highlight the employment of deep
learning to regression modeling problems in materials science. The data type include grey scale
images and sparse atomic fractions. Results outperforming state-of-the-art are shown. Deep
learning is not an easy plug-in type of tool and often does not work out-of-the-box. It requires
effort in careful hyperparameter search, loss function design and optimizer setup.
Although these days various data mining packages are well developed, maintained, modularized and publicly (often freely) available, it is not straightforwardly applicable when being
adopted in a brand new field as materials science. This thesis outlines a series of demonstration
of materials informatics applications that are possibly among the first endeavors in the field.
Practitioners have to be careful during preprocessing of data and application of algorithms.
People often worry about overfitting in well-studied learning problems. However, in materials
problems, underfitting is more common – not able to get even close to the ground truth in
training performance. This is due to a lack of fundamental understanding of problems, which is
necessary to piece the key parts of steps (objective function, optimization method, etc.) together.
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That is why in each of the work we present in this thesis, there are special treatments and
adaptions seen in many parts of the theory, in order to address the special requirements of
different problems. We hope through the demonstration of these works, development in the
interdisciplinary field of materials science and data science can be largely boosted.

7.2. Future Work
Several future work can be considered to carry out along this line of research.
Generative models for descriptors. In the representation design application discussed in
Chapter 3, a set of descriptors for microstructure morphology are surveyed from literature and
used as the starting set. Instead of hand engineered descriptor set, features generated from
generative models automatically have been a trend in machine learning society. Generative
models work in an unsupervised manner. In this problem, a practical design example would be
to have an autoencoder take in SEM images and try to reproduce the same images. During the
learning of reproduction, important latent features can be extracted from intermediate layers.
Treat correlation function as a high dimension continuous function when characterizing descriptor relevance. In the same representation design application, we pick descriptors that have a high relevance towards the 2-point correlation function. When doing so each
function curve is summarized by one to four values by picking signature points or calculating
averages over the function. This leads to a great loss of information. Several metrics might
be more suitable to describe functional-curve based difference such as Kullback-Leibler divergence. Modern deep learning methods can also extract lower dimension information (a summary of correlation function with less value points) from higher dimension representation (the
function values by itself).
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Accelerated optimization framework for a larger variable space. In the optimization
pruning algorithm presented in Chapter 4, we use a real-world materials design problem containing 76 design variables. Although synthetic problems are used for up to 500 variables,
demonstration on real-world problems has not gone so large a dimension. ODF based polycrystal design can easily go up to thousands of potential design variables. The extension to higher
dimension variables is for future exploration.
Solving EBSD indexing by distribution estimation. In the current EBSD indexing problem presented in Section 6.3, the indexing is performed by trying to match the orientation as best
as we can, in terms of the mean difference of its exact value of each sample. However, many
applications call for a fitting criterion with regards to the over density function. For example,
in [23] the authors use a maximum likelihood (ML) strategy to fit a Von Mises-Fisher mixture
(VMFm) density model to the observed distribution of the orientations. Using the goodness of
fitting a density function as loss function means that we are not focusing on looking at single
angle difference for each pattern, but rather at the distribution considering all patterns.
Multi-context detection and modeling with deep hierarchal networks. In this thesis we
touched multi-contextual modeling through feature based and correlation function based grouping of data samples. We have proved that training models that are conscious of data contexts
lead to better accuracy. Context-aware learning systems haven’t been paid much attention in
scientific data mining, but there is a rich and growing body of literature of unsupervised learning that can be well adopted into this domain. For example, the deep autoencoder [15], which
is composed of two, symmetrical deep-belief networks [49], are able to extract better nonlinear
abstraction of features. Features learned unsupervisedly can be directly used to construct contexts with clustering algorithms. Another popular technique emerged also with the advance of
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deep learning is the t-Distributed Stochastic Neighbor Embedding (tSNE) [115]. It is often used
to project high dimensional data into lower dimensions (often, 2 dimensions) for the purpose
of visualization. But with its unsupervised dimension reduction ability, interesting contextual
information can be detected, visualized, and eamlessly included into the predictive modeling.
On the other hand, the multi-contextual framework can be well adapted to other problems. For
example the solution to the EBSD indexing problem in 6.3 can benefit from having an additional
context detection stage before the indexing procedure. A special knowledge of the physical experiment conducted on EBSD is that during the experiment, an electron can hit three different
parts of grains on a material sample surface: a grain interior, a grain boundary, or an anomaly.
The resulting pattern would be different. A classification system can be built to identify these
three scenarios. It provides a gateway to bringing in expert knowledge to automatic machine
learning systems.
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